
  
    
Chapter 9 Not Knowing       Mar. ’10
“Ignorance is the necessary condition of life itself. If we knew everything, we could not endure existence for a single hour.”





                          Anatole France

“( where ignorance is bliss, ’Tis folly to be wise.”







  Thomas Gray
9.1 The good of ignorance
It is only fitting that a logic of cognitive systems would apply itself to the reasoning that flows from what we know – whether in clarification of the old or addition of the new. Here a broad pattern is discernible. If reasoning is good, and the base from which it proceeds is cognitively virtuous in some requisite way, then the results of the reasoning will also be cognitively virtuous, though not necessarily in just that way. Here, as we might say, is the positive and approving form of the familiar adage, “Garbage in, garbage out”. Let’s call this the good-to-good paradigm.


Proposition 9.1

THE GOOD-TO-GOOD PARADIGM: Reasoning is good when it judiciously maps cognitively virtuous inputs to cognitively virtuous outputs.

It would be a mistake to think that whenever the good-to-good paradigm is honoured, inputs to our reasoning devices are free from the taint of ignorance (or in a softer version, lack of reason to believe). There are two interesting kinds of case which give the lie to thinking so. In each, ignorance plays a crucial and cognitively virtuous role. In the one, it is a condition on the goodness of the reasoning that there be some relevant proposition of which the reasoner has no knowledge (or, in the softer version, no reason to believe). In the other case, it is an agent’s ignorance which motivates a cognitive target, and when the reasoning engendered in response to it is good the originating ignorance is preserved not removed. There are names for these things. Reasoning of the first sort is called “ad ignorantiam”, and of the second “abductive”.

It is useful to distinguish these forms from others that incorporate aspects of ignorance. Think, for example, of conditional and reductio proofs, and counterfactual conditionals. In a conditional proof, lines preceding the conclusion flow from propositions assumed for the sake of the derivation. In a reductio proof, a line is introduced which contradicts the proof’s intended conclusion. In counterfactual reasoning, a consequent is arrived at from an antecedent that conditionally entertains the truth of some contextually indicated falsehood. In all these situations, we could say that there is an element of ignorance. For in assuming a proposition, rather than asserting it, one is claiming no knowledge of it. The same holds of lines introduced for reductio, and for the entertained truth of contextually indicated falsehoods.


Given these familiar ignorantial factors, what justifies the specialness of reasonings ad ignorantiam and abductive? The answer is that the conditional, reductio and counterfactual cases don’t conform, and aren’t intended to, to the good-to-good paradigm. When these reasonings are good, they are so irrespective of whether their inputs are cognitively virtuous (and their outputs, too). Accordingly, the good-to-good paradigm is not a necessary condition on good reasoning. It might not in every respect be even a necessary condition on categorical reasoning. But categorical reasoning is what it is a paradigm of.

9.2. Ad ignorantiam

The originator of the name “ad ignorantiam” is Locke. In the Essay’s chapter “Of Reasoning”, Locke writes as follows:

Before we quit this subject, it may be worth our while a little to reflect on four sorts of arguments that men, in their reasonings with others, do ordinarily make use of to prevail upon their assent, or at least, so to awe them as to silence their opposition.” (Locke 1690/1961, vol. 2, p. 278).

One of these strategies, examined in the chapter before this one, is the ad verecundiam, in which one presses the opinion of a person of eminency and “parts” against an opponent’s position, arguing that it would be immodest or impudent for the opponent not to defer to the eminence’s superior position to know. In the case of the ad ignorantiam, the Lockean strategy is yet “[a]nother way that men do ordinarily use to drive others and force them to submit their judgments and receive the opinion in debate”. It is the strategy of requiring
the adversary to admit what they allege as proof, or to assign it a better. And this I call argumentum ad ignorantiam.

It is not difficult to see in this the factor of ignoratio. The Lockean strategist is not merely demanding that his opponent have a better case than his own but also that the case be made known to him. If this requirement is not met, then the strategist has made his case and his opponent has failed to make him aware of a better. Hence – with misleading compactness – the strategist’s complaint: “Since I know of none better than my own case, you must yield or be silent.” What’s missing from this paraphrase is the essential point that the strategist’s failure to know a better case than his own is not a matter of simple happenstance, but rather is ignorance which the opponent has failed to repair.
One might think that no more in the present case than in the case of ad verecundiam reasoning is Locke disposed to regard the ad ignorantiam as fallacious; that  while the name is Locke’s, the concept that has come down to us in the intervening centuries is not only not Locke’s but is something considerably at odds with it. We will see in chapter 11 that much the same must be said for Locke’s and the modern or traditional concepts of ad hominem reasoning. There, too, although the name is Locke’s (he borrowed it from Aristotle), the  traditional concept is not Locke’s but is something considerably at odds with it. Yes, one might think this. However, upon reflection, one would be right about the ad hominem but less so about the ad ignorantiam. Part of what I am about in this chapter is to show that many of the traditional exemplars of the ad ignorantiam have a discernibly  Lockean cachet. In this I may be right or wrong, but one thing is clear at the outset: 

Proposition 9.2a

THE INNOCENT AD IGNORANTIAM: In Locke’s treatment of it the ad ignorantiam is not fallacy.
Corollary: If what I said just lines ago is true, modern exemplars of ad ignorantiam aren’t fallacies either.

In some of today’s treatments, ad ignorantiam reasoning is always fallacy, that is, is a fallacy intrinsically so. As recently as 2009, Frans van Eemeren and his colleagues write that the 

ad argumentam fallacy amounts to the following way of concluding: If it cannot be proven that x is the case, it is therefore proven that x is not the case (or, alternatively, if it cannot be proven that x is not the case, it is therefore proven that x is the case). (van Eemeren et al., 2009, p. 193)
For any reader disposed to accept the findings of the previous chapter on told-knowledge, the van Eemeren et al. definition is an epistemic calamity. Concerning most of what we know or have reason to think we know, there is no principled notion of proof available either for it or its negation. More carefully, except for the ad ignorantiam itself, there is for most α neither proof that α nor proof that not-α. But there being no proof of α is, by this definition, itself proof of not-α; and there being no proof of not-α is likewise a proof that α. Accordingly, for all these α ( for a very great deal of what we take ourselves as knowing ( it follows that they and their negations are proved. It is a hefty consequence, needless to say, excessive even by the lights of dialetheic logic.

Christopher Tindale’s 2007 treatment captures something of the spirit of the van Eemeren conception without generating the absurdities occasioned by its overstatement. Seen Tindale’s way,

[b]asically, the argumentative strategy in question involves drawing a conclusion on the basis of the absence of evidence against that conclusion – at least, that is the simplest form of the ad ignorantiam. (Tindale, 2007, p. 117)

Tindale allows for cases in which reasoning of roughly or approximately this form may not be fallacious and, in so doing, countenances cases in which the absence of evidence might actually be of some probative significance. It is a welcome concession, echoing an early claim of the Woods-Walton Approach to the same effect.

Still, for at least large classes of cases traditionally-minded fallacy theorists are inclined to condemn the ad ignorantiam as an outright error. My own view is that here again the traditional distrust is misplaced. I am encouraged in this by the substantial empirical fact that at the level of actual practice real-life ad ignorantiam reasoners instantiate a structure well-known in the AI literature, and about which there isn’t the slightest suggestion of fallacy. A principal purpose of this section is to develop this suggestion in greater detail. A further objective is to show that to the extent that ad ignorantiam reasoning does fall into error, the nature of the error it makes is one of premiss-selection.
Ignorance is pivotal to what AI theorists call autoepistemic reasoning and negation as failure. Typical examples of an autoepistemic argument are, as a first pass:

1. If there were a department meeting today we would know it
2. But we know no such thing
3. So there won’t be a meeting today

and

a. If there were a late night Tuesday flight from Vancouver to London it would be announced on the Departures Board. [The Departures Board would make this known to us.]

b. But no such flight is listed. [The Board gives us no knowledge of it.]

c. So there is no such flight. [As far as we know.]

In each case, the conclusion is a default inferred from a conditional premiss itself backed by a presumption of appropriate generality. In the first example, the tacit premiss is something like “Department meeting require proper notice to its members.” In the second example, the tacit premiss is “Airports and airlines don’t schedule unposted flights.” (In each case, the tacit premiss’s generality can easily be got with some suitably pedantic reformulation.)
 In the absence of our coming to know differently, we may take it that there is no such meeting and no such flight. The “no” in these conclusions expresses negation as failure. “There is no such meeting” means “We have failed to determine that such a meeting will occur”. The “no” of negation as failure reflects a failure to know. In these contexts, “no” is an epistemic term.
 This establishes the link between negation as failure reasoning and ad ignorantiam reasoning.

It might be thought that to get the hang of autoepistemic reasoning it is necessary to stress the “auto” part at least as much as the “epistemic” part. In fact, autoepistemic reasoning is slightly misnamed. Deriving from the Greek, “auto” means self; and it is true that in lots of cases the self is the subject of a first person pronoun. In our present examples, the “we”/”us” of the premisses is the speaker or maker of the inference. Accordingly, what makes that inference an auto inference is that the person making the inference is in the denotation of the pronominal expressions contained in his own premisses.  But it is not necessary to have this linkage between the premissary pronouns and the person drawing the inference. For consider,

i. If there were a department meeting today, my Dad, Professor Zed, would have

   been notified of it.

ii. But he wasn’t.

iii. So there won’t be a meeting
in which premiss (i) is pronoun-free and the pronoun of premiss (ii) is of the third-person variety, and the speaker and the unknower are not one and the same.


Autoepistemic inferences make ineliminably vital claims about the actual states of knowledge possessed or not possessed by specifically indicated persons. In its purely auto-form, the speaker is either the sole referent of the singular terms of the premisses or is a member of the reference class of their pluralized forms. In its less than-auto form, the persons cited in the premisses must be one and the same, but the speaker may be some third person. Accordingly, we have a first pass at a general schema for autoepistemic inference:

Proposition 9.2b

AUTOEPISTEMIC SCHEMA: An inference counts as autoepistemic when the following conditions are met: (1) There is a premiss stating subjunctively that were α the case, then some specified or contextually indicated persons would know it. (2) There is a premiss stating that, as it happens, these selfsame persons do not know α. (3) The final line concludes from this that α is not the case.

Corollary: Or in simplified form:


1. If α were the case then A would know it.


2. A does not know it.


3. So α is not the case.


It is sometimes supposed that autoepistemic reasoning is formulable as lack-of-evidence claims – reminiscent of the lack-of-proof claims invoked by van Eemeren’s definition – typified by

A. There is no evidence that not α

B. So α.

Taken at face value, the (A, B( inference is untenable for most values of α. Consider a concrete case. There is no evidence that Julius Caesar didn’t sneeze at his fourth birthday party. But no one thinks that this provides the slightest encouragement for thinking that he did.
 The difficulty is remediable, but only if we take A/B to embody a tacit epistemic premiss such as, “If α were so, then there would be evidence for it known to us”, with premiss A adjusted accordingly. The present observation contains a useful hint – or at least suggestion. It is that parsing the ad ignorantiam on the evidence-to-evidenced model is a mistake. I’ll come back to this later in the chapter. For the present I’ll not press the point.
What would it take to make an ad ignorantiam error? That is, what would it take to make an autoepistemic error? A common answer would be: “The usual suspects”. Its conclusion might be too much for the premisses to bear, or its premisses might be defective, especially the major premiss in conditional form. (It will simplify the discussion if we restrict ourselves to cases in which premiss (2) – the knowledge-disclaimer – is not in doubt.)
Bearing on the first issue is whether inferences instantiating the autoepistemic schema are valid by modus tollens. According to the TF-rule conditionals with true antecedents and false consequents are false. One might be tempted to say that for any conditional connective satisfying the TF-rule for conditionals, modus tollens clearly wins the day. This gives us two possibilities to consider: α is true; α is false. Suppose the first. Since (2) is true, the consequent of (1) is false, and (1) itself is false by the TF-rule. Accordingly, given the truth of (2), there is no valuation making α true that makes the premisses of the schema all true and its conclusion true. This is excessive. It renders all such inferences unsound for any true α. 

Put it now that α is false. Then (3) is true, and (2)’s truth, (1) is not false by the TF-rule. This latter requires that we consider whether there exists a kind of conditional for which non-violation of the TF-rule is sufficient for truth. Of course, the answer is Yes. It is the material conditional. But interpreting (1) this way is also excessive – in the opposite direction, so to speak. It makes an autoepistemic inference sound whenever α happens to be false. 

If we were to give any notice to the way in which premiss (1) is most naturally expressed, we would see a conditional stronger than the material conditional – a conditional in the subjunctive mood. On a standard approach to subjunctive conditionals, premiss (1) is true (i.e., true in this world) if and only if:

· In all worlds just like this one except that α is true there, I know that α.
, 

Here, too, there are the same pair of cases to consider: α is true in this world; α is false in this world. Let w be the real world – our world. Then, in the first instance, (3) is false at w, and the inference is unsound at w on that account alone. Suppose now that (1) is also true at w. Then α is true there and I know it. But this contradicts (2), which is true at w. So when α is true at w there is no consistent way to make (1) true.

This is enough to discredit the present interpretation of premiss (1). But further difficulties await if α is false at w. Then (3) is true there and so is (2). Suppose that (1) is also true at w. Then at every world w( just like w except that α is true at w( I would know that α. This is implausible. Consider a case: If I were having a nose-bleed, I’d know it. Happily, I’m not in fact having a nose-bleed. But should I want to say that in any world just like this one except that my nose is bleeding I would know it? Suppose my nose-bleed were occasioned by a blast that rendered me comatose (or dead), and that the world in which this is true is as much like the present one as is permitted by the conditions which brought about my bleeding nose. That would be a world as similar as could be except for what it took to bloody my nose in which I wouldn’t know it. Accordingly, if premiss (1) is true, we’ve got our construal of its subjunctive character all wrong. Or we’ve got it right, and (1) is false.

The present problem is well-known to modal logicians. The nose-bleed example puts pressure on the very idea of maximal world similarity. On a natural reading, the world w( most similar to this one w except that I have a nose-bleed there is a world in which nothing changes except for the nose-bleed and my knowledge of it, and whatever collateral factors as may be tied essentially to the nose-bleed. So, again, if the cause of the nose-bleed in w( is also the cause of my not being able to know of it, the present reading of (1) in w is defective.


Here is another reading of maximal similarity. World w( is exactly like w except for the nose-bleed and my knowledge of it, plus anything logically required for the nose-bleed to occur and logically entailed by its occurrence. So read, the nose-bleed must only occur in w( in a causally inert way. But now the notion of world is in jeopardy. One might say that there is no world of any relevance to our autoepistemic concerns in which nose-bleeds occur in causally inert ways.


If there were a satisfactory nalysis of the subjunctive conditionality embedded in premiss (1), I doubt that it would throw much light on the logical structure of the ad ignorantiam. That is to say, it would leave most of that question unanswered. We need to look wlsewhere.
The natural home of the ad ignorantiam, and by far the major occasion of it, is background knowledge. Background considerations are routinely invoked by philosophers, but little progress has been made in identifying their content, structure and function in human cognitive practice. I regret to say that I am not in much of a position to remedy these omissions. This is not to say that we are wholly in the dark. One thing that is clear from the empirical record is that human cognition is massively regulated by a negation-as-failure principle, which arguably is human cognition’s most efficient regulatory principle. Negation-as-failure is operationally linked to prior defaults. In its most basic sense a default is something held true except in the presence of contra-indicating considerations. Defaults are what is presumed the case in the absence of trouble. They are innocent until proved guilty. A negation-as-failure move is always, so to speak, a proposition’s default status. It reports the absence of trouble. To say that individual cognitive practice is dominated by negation as failure is a way of saying that an individual’s cognitive experience is structured by defaults. 
Among logicians, not much is presently known about the processes of default-acquisition. Still, here is yet another issue on which we aren’t wholly in the dark. One way, as the ocelot example reminds us, is hasty generalization. The other, discussed in chapter 8, is hearsay. Whatever the matters that such examples leave unexplained, it is beyond question that default-acquisition is something that we are enormously good at, and that our facility with it is early and primitive, so much so as to suggest hardwiring or anyhow the promptings of the elemental devices of learning. 


Our capacity for assimilating background knowledge is likewise tied to our sensitivity to regularities, to what Goodman called projectables. In chapter --, we noted that doxastic equilibria are undisturbed by the fact of unceasing informational flux. A goodly part of those equilibria are furnished by the stabilizing generalities and periodicities embedded in our background sensibilities. However, details remain scanty, both empirically and conjecturally.
Background knowledge is dominantly inattentive knowledge. Its natural habitat is “down below”. It resides in the vaults of short term memory, from where it guides action efficiently and without fanfare. When it pops into focus, that is, it becomes an object of attention, there is usually particular occasion for it. If α is a part of your background knowledge, then a standing occasion to attend to it would be anything that puts α into question. You are going along minding your business. Someone says “Ocelots are two-legged”. Now you are paying attention. “Oh, no”, you say. “Four-legged”. 

It would be nice to know what are the truth conditions for subjunctive conditionals in the form of (1). But this is not where our present reflections most fruitfully aim us. I said earlier that autoepistemic reason is suffused with considerations of content and context. Searching for assessments that hinge only on interpretations of α, “not” and “if ( then” will yield verdicts that are either outright mistaken or fail to get at the heart of autoepistemic phenomena. This, I think, is what’s missing from the traditional accounts of the ad ignorantiam, and of a number of its rivals too. They all fail to get to the heart of the matter. What, then, is the heart of the matter?


The logic of autoepistemic reasoning is not just the logic of its truth conditions. In major respects, it is the logic of its utterance conditions, hence a pragmatic matter. When α is a default for you, it is something you hold in a peculiar way. It is not the way of assertion. Nor is it the way of assertion coupled with a fallibilist sensibility. It is the way of presumption, the way of hedges.


We see now that the autoepistemic schema of several pages ago is not sufficiently representative. It leaves two important factors out of consideration. They both have to do with the fact that frequently – indeed typically – premiss (1) is backed by a default. This requires a softening of the schema’s line (1), and a like softening of its line (3). (1) is re-written as


(1() It may be presumed that if α were the case, I would know it

and (3) as


(3() It may be presumed that not-α.


If, as I say, an autoepistemic utterance is an observation in the form, ⌐The presumption of α’s truth has not been overturned¬, then there is a sense in which even the revised schema is misleading. It is misleading because it has the look of premiss-to-conclusion probativity, the look of evidence-conferring premisses. On the present analysis the core of what goes on when ad ignorantiam moves are made is not evidential in character, but definitional. One observes that contra-indicating considerations have not been presented. One then announces that the presumption stands. The link between the observation and the retention of the presumption is analytic, not evidential. 

To be clear, there are indeed cases in which the lack of evidence for α is evidence for ⌐~α¬.  Think here of diagnostic reasoning and the reasoning that attends experimental testing. My present point is not that such cases don’t exist, but rather that they are not typical instantiations of the autoepistemic schema; that is, it is not characteristic of autoepistemic reasoning to have evidence-conferring (or evidence-purporting) premises.


But suppose that this is wrong. That is, suppose that typically at least, the intended role of ad ignorantiam premisses is evidence-conferring. Then it would be widely supposed by the evidential link is best exposed by Bayesian methods. Leaving aside my general reservations about the tenability of Bayesian idealizations about individual agency, there is reason to think that these methods do no useful work in ad ignorantiam contexts.


As Bayesians see it, the main challenge arising from ad ignorantiam reasoning as that of providing a Bayesian analysis of the premiss-conclusion evidentiary links in virtue of which the intuitive distinction between successful and unsuccessful ad ignorantiams is preserved.
 This gives us two cases to consider. Consider first any ad ignorantiam in the following form:
1. If α were true, it would be known that α is true.

2. It is not known that α is true.

3. So α is not true.

The Bayesian pertains to the question is whether the conditional probability of its antecedent given its consequent is sufficiently high to justify a verdict of premiss-strength. But since

a. α is known to be true

entails

b. α is true

the conditional probability of (b) on (a) is 1, never mind the prior probabilities of the embedded clauses. This being so, the evidential strength of premiss (1) can be calculated without the need to engage the Bayesian apparatus. More importantly – in fact, disastrously – the Bayesian equivalences make arguments of this type deductively sound for all values of α, provided only that the second premiss be true.

Consider now cases in which the conditional premiss is a weaker sentence in the form, 

1(.  If α were the case, there would by now be reason for us to believe it to be the

      case.

Suppose again that a suitably adjusted premiss (2() is true: That there is no reason for us to believe that α. Then the probability of the consequent of (1() is very low – let us say, for simplicity, 0.1. This being so, we can only be in the dark about prior probability of (1()’s antecedent. If we have no reason to believe that α, we can hardly be allowed to give a high value to ⌐α is true¬, certainly no higher than the probability assigned to “We have reason to believe that α”. So here too let’s put the value at 0.1. But now the conditional probability of 0.1/0.1 is murderously low, and all inferences of the type are disabled whenever (2(), its minor premiss, is true. It wrecks the conditional probability which guides our assessment of the strength of premiss (1(). And if the minor premiss is not true, the inference is discredited on that account.


The major cause of this trouble is contentual. Ad ignorantiam set-ups embed concepts which throw Bayesian mechanisms into unmanageable turbulence. It is a turbulence occasioned by the “not known” (“no reason to believe”) of premisses (2) and (2(), in ways that imperil the independence required for the Bayesian mechanics.
Earlier I said that upon reflection we might be got to see the Lockean character of autoepistemic manoeuvres. As we now see, we do and we don’t. In Locke’s treatment, the ad ignorantiam is a dialectical move, something he thought of as sanctioned by the rules of disputation. “I’ve given you my case. It is now up to you to show me a better”. But as we have it here, the ad ignorantiam need not be a move in an argument. You approach the departures board at the airport. There is no flight listed for Beirut. “Damn!”, you say, and head back home. That is an ad ignorantiam.

We might note the dreadful nuisance created by my approach to background knowledge is for the CC-model of knowledge. Two of the chief irritants, as we saw, are hasty generalization and, non-due-diligence hearsay, two of background knowledge’s most prolific engenderers. There is a third and even more general inconvenience. Hardly any of our background knowledge is the result of case-making.  There is no principled sense in which knowing that α is, or is rooted in, making a case for it. Seen the CC-way, most of what is taken for background knowledge isn’t knowledge at all. Since most of what we think we know is background knowledge, this CC-reluctance demolishes the value of knowledge thesis. 
The CR-model is much more at ease with this, which is a further reason to prefer it. Let α be a piece of background knowledge. Let α be true and your belief that α (albeit a tacit belief) occasioned by belief-forming devices operating as they should on good inputs. This leaves a tidy percentage of what passes for background knowledge in apple-pie epistemic order. The value-of-knowledge thesis is secure.
A related attraction of the CR-model is the ease with which it allowsfor the concurrence of presumption and knowledge. Provided tht it is possible to believe one’s presumptions, given that a presumed truth might be a natural truth, then when these possibilities are realized, if one’s belief-forming devices are in good order and not triggered by misinformation, one has knowledge of what one presumes. This helps clear away the common misconception that presumptions are hedges. True, “I presume that α” is a hedge. It betokens a slighter attachment to α than its assertion would reflect. But nothing in the empirical record supports the idea that “I presume that α” is the canonical or typical way of announcing one’s attachment to α when α is something you presume. When you presume that here is no flight to Beirut today, you are under no expectation not to simply to say, “There’s no flight today.”


In law, the presumption of innocence in the absence of proof of guilt is, of course, a matter  of social policy. Invoking it here risks accusations of over-metaphorical use. If it arose, the accusation would be misdirected. Let α be in the class of propositions for which the ad ignorantiam is an admissible manoeuvre. Then that α’s status as a presumption is undisturbed in the absence of factors known to injure it is not a matter of social policy. It is the causal outcome of how we are set up as cognitive beings. 
9.3 Ignorance preservation


Our present task is to chart the course of good reasoning with respect to which not knowing something makes a positive contribution. Abduction provides us with a context in which to do something even stronger. There are cases galore in which not only does knowing something makes a positive contribution to good reasoning, but also when not knowing something that one desires to know makes such a contribution.

As before, the class of agents we are interested in are beings who make their way in the world by knowing things. They are cognitive systems, possessed of cognitive agendas prosecuted with cognitive resources. They (and we too) want to know what to believe and what to do. To this end we draw down our cognitive assets – information, time and computational capacity, and so on.  As before, a central principle of cognitive economics is resource-scantness. Individual agents possess fewer cognitive assets than institutional agents – Nato, say, or MI5 or the University of British Columbia. They commonly, if not typically, transact their cognitive agendas with less time, less information or less computational power than they otherwise would have liked. This gives rise to a second principle. It mandates that, by and large, an agent should live within their means. This in turn animates a principle of proportionality. Rational agents tend to set cognitive targets that hold some promise of attainment with the cognitive assets presently on hand or accessible to them in timely and efficient ways. This makes for a principled difference between institutional agents, such as Nato, MI5 or the UBC, and individual agents such as ourselves. It provides in particular that by and large an individual would be ill-advised to set himself cognitive targets that require resources possessed, in kind or in quantities, only by Nato, MI5, or the university. 


If we conjoin the point about propositionate target-setting and the point about scant resources, we obtain a further principle of cognitive economics. It is that the rational cognizer will employ cognitive strategies that reflect these two facts. They will be scant-resource adjustment strategies. Yet they will be of a kind that enables target-attainment on a scale that provides for survival, prosperity and, from time to time, the building of great civilizations.


In chapters 7 and 8 (and also here), I proposed that two of the most basic and successful scant-resource adjustment strategies are hasty generalization and hearsay. Most of the generalizations we actually draw and are right to draw, come from small samples, and for most of what we know, or think we know, someone has been told something. A third such strategy is abduction. 
The Peircean schema.


It is widely supposed that one of abduction’s most common forms is what is called inference to the best explanation. Below I will have something further to say about this, but for now we should take note of the fact that not all forms of abduction are explanative. When Newton abduced the action-at-a-distance principle he did so for the benign influence that it had on the theory of gravitation. Newton’s famous cri de coeur, “Hypotheses non fingo”,
 makes the point that the action-at-distance hypothesis is inexplicable; indeed Newton thought it was conceptually incoherent. So its value was instrumental, not explanative. 
Although there are stirrings of it in Aristotle’s notion of epagogē, we owe the modern idea of abduction to Peirce. The idea is encapsulated in the Peircean abduction schema, as follows:

The surprising fact C is observed. 
But if A were true, C would be a matter of course. 
Hence there is reason to suspect that A is true. (CP, 5.189).

Peirce’s schema raises some obvious questions. One is how central to abduction is the factor of surprise. Another is the issue of how we are to construe the element of suspicion. A third concerns what we are expected to do with propositions that creep thus into our suspicions. Like so many of his better ideas and deeper insights, Peirce has nothing like a fully developed account of abduction. Even so, the record contains some important ideas, seven of which I’ll mention here.

P0. Abduction is triggered by surprise.

P1. Abduction is a form of guessing. Since we are rather remarkably good at guessing,
      it can only be supposed that we are likewise rather good at abducing.

P2. A successful abduction provides no grounds for believing the abduced proposition 
      to be true. (Peirce, 1992, p. 178)
P3. Rather than believing them, the proper thing to do with abduced hypotheses is to
      send them off to experimental trial. (CP, 5. 599, 6. 469-6. 473, 7. 202-219)

P4. The connection between the truth of the abduced hypothesis and the observed fact
       is subjunctive. (CP, 5. 189)

P5. The inference that the abduction licenses is not to the proposition H, but rather that
      H’s truth is something that might plausibly be conjectured. (CP, 5. 189)

P6. The “hence” of the Peircean conclusion is ventured defeasibly. (CP, 5. 189)

In much of the AI literature, abduction is any form of backwards chaining. This is a loose rather than principled usage and, as such, there is no harm in it. Historical origins aside, we could, if we liked, regard the backwards chaining formulation as fixing a generic notion of abduction, with the Peircean notion a conceptual species of it. What matters here is the importance of the Peircean notion for the cognitive economics of individual cognitive agents. 

The standard schema
Nearly all abductive logicians drop the name of Peirce. Anything less would be discourteous. But when they turn their efforts toward exposing what we might call “logical structure” of abductive reasoning, all these seven features of abduction are rarely present. This is easily seen by inspection of the standard schema for abduction.


Suppose we have it that E is a sentence reporting some event or state of affairs, K is a knowledge-base, ( a consequence relation, H a hypothesis, and K(H) the revision of K upon the addition of H. Assume that the following facts obtain:

1. E

            2. K ((     E
3. H ((    E

Then an abduction is the derivation of H from three further facts:

4. K(H) is consistent


5. K(H) is minimal


6. K(H) ( E
Accordingly,

7. H.

The Peircean elements are not expressly present here. The standard schema imposes no requirement that E be surprising, or that successful abduction  be non-probative or doxastically non-justifying, or that the sentence K(H) ( E be in the subjunctive mood, or that the conclusion of an abduction be simply that H can plausibly be conjectured, or, finally, that the schema’s conclusional operator mark the inference as defeasible.


Of course, it is open to proponents of the standard schema to suggest that many, if not all, these Peircean features are present implicitly, that they dance about happily in the unspoken background. If so, this is a fact to be welcome . But given the importance of these factors to abduction, there is value in giving them a more articulate recognition than is found in so much of the mainstream literature.

The Gabbay Woods-schema


At the Model-Based Reasoning conference in Pavia, in December 2004, I proposed a schema for abduction ( the GW-schema ( which was, designed among other things, to restore to abduction its expressly Peircean character A slightly revised version is also to be found in Gabbay and Woods (2005, 2006a, 2006b). But in all these original formulations, the GW-schema exhibits a pair of flaws. They are flaws of omission. The old version failed to make clear the structural location in an agent’s inference-space of abduction’s subjunctive character. And it made the connection to the seven Peircian elements more by assumption than by demonstration. I will repair these omissions two subsections hence, but not before introducing the central idea of an ignorance-problem.

Ignorance-problems

What is this Peircean idea of surprise (P0)? In the GW-account, the epistemic character of surprise is given heavy emphasis. Something is a surprise if you didn’t know about it and its happening wasn’t recognizably implicated in anything that you did know. Surprises are also cognitive irritants. In some respects, they are the duals of background knowledge. There is a twofold connection to knowledge that the Peircian fact C is  surprise discloses the prior presumption that ~C. It is not by any means the case that anything at odds with a prior presumption is a surprise. Harry presumes that the dry-cleaning will, as usual, be ready on Thursday. But, as it happens, it wasn’t. “I wonder why”, murmers Sarah. “Jus one of those things”, Harry replies. A presumptive-contravening event is surprising if it constitutes a cognitive irritant – a hankering to know something more of what brought C about or of why it would be the case that C. In other words, Peircean surprises engender ignorance-problems.
Abductions are responses to ignorance-problems. An agent has an ignorance-problem in relation to an epistemic target that cannot be hit by the cognitive resources presently at his command, or within easy and timely reach of it. If, for some proposition α, you want to know whether α, and you lack the information to answer this question, or to draw it out by implication or projection from what you currently do know, then you have an ignorance-problem with respect to α. Two of the most common responses to an ignorance-problem are ( neither of which is abduction ( (1) subduance and (2) surrender.
In the first case, one’s ignorance is removed by new knowledge, and an altered position is arrived at which may serve as a positive basis for new action. In the second case, one’s ignorance is fully preserved, and is so in a way that cannot serve as a positive basis for new action. (New action is action whose decision to perform is lodged in reasons that would have been afforded by that knowledge.) For example, suppose that you are writing a letter to a friend and that you can’t remember how to spell “accommodate”. Has it got two ms or one? You don’t know. If you consult a dictionary or go online or ask your office-mate, you will come to know. This is subduance. You would be so acting as to eliminate your ignorance. But if you are alone in a canoe in the middle of a lake north of Sioux Lookout, and if you want to finish your letter then and there, you’d be better advised to give up on “accommodate” and make do with “take care of”. This is surrender.


There is a third response that is sometimes available. It is a response that splits the difference between the prior two. It is abduction. Like surrender, abduction is ignorance-preserving, and like subduance, it offers the agent a positive basis for new action. With subduance, the agent overcomes his ignorance. With surrender, his ignorance overcomes him. With abduction, his ignorance remains, but he is not overcome by it. It is a response that offers the agent a reasoned basis for new action in the presence of that ignorance. No one should think that the goal of abduction is to keep oneself in ignorance. The goal is to make the best of the ignorance that one chances to be in.

The abduction option

The basic features of abduction can be described informally. You want to know whether something α is the case. But you don’t know and aren’t in a position here and now to get to know. However, you observe that if some further proposition H were true, then it together with what you already know would enable you to answer your question with regard to α. Then, on the basis of this subjunctive connection, you conjecture tentatively that H is true and, on that basis, you release it provisionally for subsequent inferential work in the relevant contexts. 

More formally, let T be an agent’s epistemic target at a time, and K his knowledge-base at that time. Let K* be an immediate successor of K that lies within the agent’s means to produce in a timely way. Let R be an attainment-relation for T and let ⇝ denote the subjunctive conditional relation. K(H) is the revision of K upon the addition of H. C(H) denotes the conjecture of H and Hc its activation. Accordingly, the general structure of abduction is as follows.

1. T! α

                                   [setting of T as an epistemic target

                                                                        with respect to a proposition α]

2. ~(R(K, T)




[fact]

3. ~(R(K*, T)




[fact] 
4. H       (/    K




[fact]

5. H       (/    K* 




[fact]

6. (R(H, T)




[fact]

7. (R(K(H), T)                                               [fact]

8. H ⇝ R(K (H), T)



[fact]

9. H meets further conditions S1, (Sn
[fact]

10. Therefore, C(H)



[sub-conclusion, 1-7]

11. Therefore, Hc



[conclusion, 1-8]

It is easy to see that the distinctive epistemic feature of abduction is captured by the schema. It is a given that H is not in the agent’s knowledge-set. Nor is it in its immediate successor. Since H is not in K, then the revision of K by H is not a knowledge-successor set to K. Even so, H ⇝ (K(H), T) . So we have an ignorance-preservation, as required.
At this point, it is advisable to guard against some misconceptions. When I say that an abduction involves the activation of a hypothesis in a state of ignorance, it is not at all necessary, or frequent, that the abducer be wholly in the dark, that his ignorance be total. It need not be the case, and typically isn’t, that the abducer’s choice of a hypothesis is a blind guess, or that nothing positive can be said of it beyond the role it plays in the subjunctive attainment of the abducer’s original target (although sometimes this is precisely so). Abduction isn’t mysticism. In particular, it is not foreclosed that there might be evidence that lends a hypothesis a positive degree of likelihood. But when the evidence is insufficient for activation, sometimes explanatory force is the requisite “top-up”. Abduction is often a deal-closer (albeit defeasibly) for what induction cannot bring off on its own.
 

Relatedly, we should also note that GW-schema caters for the relativity of the ignorance that an abduction preserves. Let α be a proposition with respect to which you have an ignorance-problem. This means that your knowledge doesn’t meet the epistemic standard embedded in your cognitive target. But there are epistemic standards and epistemic standards. Let S be the standard that you are not able to meet (e.g., that of mathematical proof). It is possible that there is a lesser epistemic standard S( (e.g., having reason to believe) that you do meet. What is preserved is your ignorance relative to the first standard S, not the second S(. Suppose now that there is an H such that K(H) is a successful abduction with respect to this target. That this is so is no reason to have a higher degree of belief in H than you might have pre-abductively. So it bears repeating that abducers needn’t be wholly in the dark about the matters that concern them. 

There are lots of cases in which abduction stops at line 10, that is, with the conjecture of the hypothesis in question but not its activation. When this happens, the reasoning that generates the conjecture does not constitute a positive basis for new action, that is, for acting on that hypothesis. Call these abductions partial as opposed to full. Peirce has drawn our attention to an important subclass of partial abductions. These are cases in which the conjecture of H is followed by a decision to submit it to experimental test. Now, to be sure, doing this is an action. It is an action involving H but it is not a case of acting on it. In a full abduction, H is activated by being released for inferential work in the domain of enquiry within which the ignorance-problem arose in the first place. In the Peircean cases, what counts is that H is withheld from such work. Of course, if H goes on to test favourably, it may then be released for subsequent inferential engagement. But this is not abduction. It is induction.

Epistemologists of a certain risk-aversion bent might be drawn to the idea that what I am calling partial abduction is as good as abduction ever gets and that complete abduction, inference-activation and all, is a mistake that leaves any action prompted by it without an adequate rational grounding. This is not an unserious objection. Suffice it to say that there are real-life contexts of reasoning in which such conservatism is given short shrift, in fact is ignored altogether. One of these contexts is the criminal trial at common law, a matter on which I’ve recently written and have no time for here.
 Another is various kinds of common sense reasoning. 

The GW-construal makes it easy to see that abduction is a particular (and very common) form of strategic manoeuvring. It tells you how to act in the absence of knowing what to do. It provides the benefits of action without the cost of knowledge. It provides this guidance not on the basis of supporting evidence but in the absence of it. It provides the agent with an answer not to an epistemic question but rather a prudential one. It tells the agent that it is worth the risk of putting the conjectured proposition to provisional inferential use, and of acting in ways consonant with its provisionality. It is an action-guiding practice of immense and indispensable economy. It is a scant-resource adjustment strategy.

Peircean elements

The Peircean element of surprise (P0) is preserved in the GW-model as the cognitive irritation inherent in an ignorance-problem. Since abduction is ignorance-preserving, and since it produces at most defeasibly (P 6) a warrant for conjecturing H, and since the link between K(H) and T is merely that of subjunctive attainment (P4), the Peircean elements of non-probabitivity (P2), conjecture-only (P5) are clearly present. What there may be some doubt about  is (P3). Peirce’s insistence that the only way in which it is justified to act on the conjecture of H’s truth is to send it to the on-going research programme for experimental test. This is partial abduction by the lights of the GW-schema. Full abduction may seem to take things further than Peirce was prepared to go. Of this I am not so sure. Certainly one way to act on C(H) is to send it to the lab and suppress all premissory use of it (no matter how provisional) until the tests have been run. But not everything plausibly conjecturable is experimentally testable. One way to test an experimentally untenable conjecture is precisely by putting it to provisional premissory work in the non-experimental domain of discourse in which the abduction’s  ignorance-problem arose. (Consider again the action-at-distance hypothesis.) So I conclude that in this respect the GW-model’s full abduction is not seriously at variance with Peirce’s abductive conservatism. But what of the element of guess-work (P1)? Where is it to be found in the GW-framework, and is it really missing from the standard schema? The purport of the GW-model is that it is reasonable to detach for provisional action a proposition that doesn’t repair your ignorance, and that a central part of this rationale is that the subjunctive fact that if true it would play a role in hitting the desired target. If this isn’t guessing – admittedly not blind guessing – I don’t know what would be. Perhaps the guessing-element is indicated by the standard schema, but a good deal less vividly, I should say, given the schema’s suppression of the essentially subjunctive character of abduction. 
Explanation
My claim so far has been that abduction is a basic scant-resource adjustment strategy and that it is its peculiarly Peircean features that make it so. To the extent that the standard model leaves these features unrepresented, it generates some unclarity about how abduction operates in the cognitive economy. Even so ( and notwithstanding these differences ( there is something that the two models have in common. They accommodate – or appear to – the widely held view that abduction is typically, or at least frequently, inference to the best explanation. Here is Hintikka on this point:

Most people who speak of “inferences to the best explanation” seem to imagine that they know what explanation is. In reality, the nature of explanation is scarcely any clearer than the nature of abduction (Hintikka, 2007 p. 40).

Well, then, what is explanation and how is abduction related to it? Hintikka himself advances a well-recognized answer to the first of these questions:

( explaining an explanandum E is to derive it from [a] ( background theory T plus a number of contingent truths A that are relative to E and that have to be found in order for an attempt to explain E is to succeed (Hintikka, 2007 p. 41).

We see that Hintikka’s background theory T plays the role of the standardist’s knowledge-base K, that Hintikka’s Ai play the role of the standardist’s hypotheses Hi, and that Hintikka’s derivation is the standardist’s (. Similar pairings are obvious for the GW model, except that Hintikka’s derivation is GW’s attainment-relation R. It is obvious upon inspection that Hintikka’s analysis of explanation, or anything like it, makes it impossible that abduction, whether taken in the standardist’s way or the GW way, is inference to an explanation. In the explanation schema Hintikka’s Ai are contingent truths. But in the abduction schemata, the Ai are hypotheses and would be disqualified as hypotheses were their abducer to advance them as contingent truths. We see, then, that on this quite common philosophical understanding of explanation, abduction cannot be inference to an explanation, but rather inference to a would-be (or subjunctive) explanation. This critical feature is precisely what the standard schema leaves out of account and what the old version of the GW-schema was not sufficiently clear about.


There is a further difficulty posed by linking abduction to explanation. Let E describe some phenomenon and suppose that someone X wants to know what explains this phenomenon or what, if true, would explain it. This is an ignorance-problem for X. Details aside, suppose that X settles upon P. P explains E or, if true, would explain it. This solves X’s ignorance problem. It tells her what she wanted to know. But this is not abduction. With reference to the standard schema, X’s stops at line (6). With reference to the GW-schema, it stops at line (8). It does so each time in a way that furnishes a premiss for a possible abduction. But it produces no abductive conclusion. 
Is abduction really ignorance-preserving?

It would significantly embarrass the case I’ve been pressing  here if abduction turned out not to be ignorance-preserving after all. If that were so, it would be necessary to determine whether the link to Peirce is left standing, in which case Peirce too would be wrong about abduction, or whether the link to Peirce is inadequately made, in which case I would be wrong about abduction in a way that Peirce is not. I want to consider two objections in the following order:

(1) Since a good abduction lends evidential weight to the proposition abduced, it is not strictly accurate to characterize it as ignorance-preserving.

(2) The ascription of ignorance-preservation to abduction is achieved by stipulation rather than demonstration.

Objection (1) has been raised in all the places where the GW-schema has been presented to a philosophical audience. It is so widespread a complaint that it seems wrong to tie it to any one complainant. So I will discuss it without specific attribution. The objection goes as follows. Ignorance-problems are frequently, if not typically, open to degrees of resolution. There are lots of cases in which considerations leave an agent less in the dark about something α he wants to know, but without eroding his ignorance entirely. In those situations, considerations that make him less ignorant about α than he was previously serve as reasons to believe α to some greater degree or to disbelieve α to some lesser degree. When this happens, the considerations in question have evidential weight notwithstanding that one’s ignorance is not wholly removed. Accordingly, they are considerations that improve the agent’s epistemic position. This is ignorance-reduction. And since ignorance-reduction is incompatible with ignorance-preservation, the ignorance-preservation condition on abduction fails. 


My reply to this objection can be stated simply. Certainly there are considerations that effect in this way a partial improvement of one’s epistemic situation, but abductive considerations are not among them. Or – more carefully – Peircean abductions are not among them. As we saw in section 4.3, Peirce thinks that abduction is a form of guessing. He thinks that a successful abduction of H gives no reason to believe that H. And he thinks that if H is properly abduced the proper thing is not to believe it. The GW-schema was designed to preserve these features. In this perhaps it fails; but not for want of trying. The crucial provision of the GW-schema is that the truth of a proposition in the form 


If H were true then K(H) would hit target T

is evidentially inert with respect to the truth of H. And so it is, as an examination of cases makes clear. Thus, we may have it that if Spike were at the scene then, together with what else is known of the case, we would know who the murderer is without there being a shred more evidence – or any at all – that Spike was in fact on the scene. Peirce is intent – and so am I – in distinguishing between considerations which make it reasonable to entertain a proposition, or even to take it on as a working hypothesis, and consideration which lend a proposition evidential support. H’s role in the subjunctive attainment of T or its role in the subjunctive explanation of some known fact may encourage its use as a working hypothesis well-short of creating a reason to think it true. In short, subjunctive-attainment supporting, but they are not belief-supporting.


It remains to consider objection (2), which arises from remarks by Geoffrey Goddu in his review of The Reach of Abduction:
( there is no argument for the ignorance-condition – (or cognitive deficit condition) on abduction – it is stipulated (repeatedly) and then used to argue that many cases of what we thought were abduction are (or perhaps might) not really be abduction at all. For example, non-subjunctive deductive-nomological explanationism and evidentially clinching inference to the best explanation are rule non-abductive because they violate the ignorance-condition. (Given that so much of what is taken to be examples of abductive behavior is getting thrown out, one might doubt the logical necessity of the ignorance condition on abduction (Goddu, 2005, p. 293).

Goddu’s position is that since the ignorance-preserving character of abduction is 

not independently demonstrated, then those who insist upon it will not be able to defend themselves against the charge that the best that can be said for the ignorance-preservation condition is that it was made true by stipulation. And since stipulations are as free for the rejecting as they are for the taking, one is left with no particular reason to accept the ignorance-preservation claim. If there were any doubt about it initially, there is no doubt now that the last thing to be said of the GW-model’s tie to ignorance-preservation is that it is true by stipulation. Let’s not forget that ignorance-preservation is clearly present in Peirce’s thinking, and it is the objective of the GW-schema to capture Peirce’s concept, not to make things up. Certainly, it would have been worse for the GW-mode had Goddu fashioned an argument in which a piece of reasoning clearly satisfies the GW-conditions and yet clearly is not ignorance-preserving. Since Goddu proposes no such argument, I’ll offer one on his behalf.


Consider the case in which the cognitive target T of would-be abducer X is wanting to know whether there is at least a minimally satisfactory reason to conjecture that H. Let us dub the propositional content of this want ‘M’. Suppose now that X performs an abduction that conforms to our abduction schema. The very fact that at line (9) X utters C(H) commits him to M. What is more, the very fact that C(H) is the conclusion of some correct abductive reasoning makes it true that M. It also constitutes a justification of X’s utterance of C(H). So, then, we have it that M is true, that X is justified in accepting M and that X does indeed accept M. Accordingly, on at least one deeply entrenched model of knowledge, in performing the abduction currently under discussion, X attains his cognitive target of wanting to know whether M. Accordingly, must we not concede that successful abduction is not always ignorance-preserving? 


No, we need not. The present objection pivots on the premiss at line (8) of the GW-schema, to the effect that if H were true then together with the agent’s background knowledge K it would be minimally reasonable to conjecture that H. But there is no reason to think that this is true in the general case. Indeed, there is no reason to think that it is ever true. No doubt there are lots of propositions that are minimally reasonable to conjecture, but none of them is made so by the supposition of their truth, even if true. Equally, there are lots of cases in which reasons can be adduced which make it minimally reasonable to conjecture to that H. But the supposition of H’s truth in conjunction with K is not one of them.


The argument against ignorance-preservation faces a second difficulty. Suppose, contrary to what we just have been saying, that the truth of H together with background knowledge K did satisfy line (8) of the schema, and that the further conditions S1, (, Sn called for in line (9) were also satisfied, then the schema requires at line (10) that it is reasonable to conjecture that H. If that were so, (10) would entail the consequent of (8). But this disconforms to the schema, which requires that the value of C(() be H, not C(H). So the objection fails twice-over.


It is notoriously (and deservedly) difficult to prove a negative. Proving that there are no successful arguments against the ignorance-preserving character of abduction is beyond the resources of the logic of abduction, presently and perhaps ever more. This leaves us no option but to consider objections as they chance to arise, one-by-one and on their merits. Pending such arguments, we have reason to retain for abduction one of its most Peircean features, and with it the idea of abduction as a basic scant-resource adjustment strategy in the cognitive economics of the individual reasoner. Hintikka thinks that abduction is a central issue for contemporary epistemology. I agree with this, and would venture a similar claim for any naturalized logic of reasoning that is agent-centred, goal-directed and resource-bound. 

9.4 Formal logical fallacies


The granddaddy of the formal logical fallacies (FLFs) is the non sequitur. At a certain level of generality, it is the only formal fallacy there is. Closer to the ground are the FLFs of affirming the consequent and denying the antecedent. We may say that a non sequitur is an error of reasoning in any context in which an agent’s cognitive target embeds the attainment-standard of deductive validity. For this to count as a fallacy in the traditional sense, it would have to be the case that getting intendedly valid arguments wrong is something to which virtually all of us are especially drawn, that we foul up with a notable frequency, and that we don’t improve much even after the glitch has been pointed out to us. Empirically speaking, there is not much to support for the view that we are hapless deducers by and large. It bears on this that most of our reasonings aren’t governed by the validity standard. But even when they are, there is no particular reason to charge ourselves with inferential misperformance of sufficient scope, and gravity and tenacity to qualify the non sequitur as a fallacy in the traditional sense..

Might affirming the consequent and denying the antecedent be a different story? Yes, they are a different story. Take the case of affirming the consequent (AC). When you construct an argument, or engage in a piece of reasoning in which one of the premisses affirms the consequent of another; and if you then draw as your conclusion the first premiss’s antecedent, you have done something whose form, at a certain level of generality, is this:
1. If α then β

2. β

3. So α.

If the context in which you advance this form is one that requires you to meet the validity standard, then you have made a mistake. You have argued, or reasoned, invalidly. One of the central claims of this book is that in the situations of real-life, it is comparatively rare for the individual reasoner to be met with the validity standard. Another of our central claims is that errors are made only in relation to attainment standards currently and rightly in play. This gives us the means to say something intelligent about AC. One is that when you characterize a piece of reasoning as invalid, it is undetermined as to whether it is an error. Another is that the likelihood is that it was not an error. A third is that if indeed it was not an error, then the logical form of affirming the consequent underdetermines ( does not capture – what makes the reasoning good. Since interpretation precedes assessment, the default position with respect to reasonings in this gross form is to find a reading of them under which they come out all right. One such is an autoepistemic, hence abductive reading:
1. If α were the case it would explain β.

2. β.

3. So plausibly, α.

In the present example, we come upon another example of the lexical undetermination of argument-identity. Here is another example to ponder, also having to do with AC.


It is well-known to logicians and linguists that the English particle “if ( then” has numbers of uses in which conditionality is not expressed by them. “Beer-conditionals” are a case in point. “There is beer in the fridge if you’re thirsty”, expresses no conditional at all. If such uses of “if ( then” are non-conditional, other uses are what we might call hyperconditional. Consider an example.

1. If Harry is a bachelor he’s an unmarried man.

2. Harry is an unmarried man.

3. So, Harry’s a bachelor.

This has the gross form of an AC argument, hence is an argument with an invalid form. But as has long been known, invalid forms do not necessarily invalidate the arguments having them, as witness the materially valid argument before us.
 So we must amend our earlier claim. Arguments having the AC form of affirmations have invalid forms, but they are not necessarily invalid arguments. 

Our example raises an interesting question. Why if the argument is valid, would we give formally invalid voice to it? This too is the central question of enthymemes. Why, if enthymematic arguments are (in some sense – perhaps implicitly) valid, would we express them invalidly? Enthymemes are interesting in their own right, but they are not our concern here. Still, let us not overlook it that formally invalid enthymemes are an economical way of making materially valid arguments.
 It is cheaper to give informally invalid voice to materially valid arguments than to shuffle about one’s propositional space for premisses that will remove the informal invalidity in a nontrivial way. It is much the same with materially valid ACs. 

The lexicon is our concern here. As we saw, it is possible to say “if ( then” and not mean “if ( then”. In uttering, “If you’re thirsty, then there’s beer in the fridge”, one is not saying that the beer’s presence in the fridge is in any way conditional on the state of your thirst. It is, as we said, a non-conditional use of “if ( then”. The bachelor example, just above, is both similar and different. It illustrates what we are calling a hyperconditional use of “if ( then”, a use which expresses not a conditional relation between bachelors and unmarried men, but rather a biconditional relation. In plainer words, it is not infrequently the case that when we say “if ( then” we mean what we would mean if we said “if and only if”. If this is right, it would go some way towards getting non-abductive instances of AC off the hook. That alone is something that counts in favour of it. It counts favourably because the default position of argument interpretation is not to read an argument as bound to the validity standard, and the default position of argument assessment is not to take an argument’s invalidity as grounds to think badly of it. It would be reassuring if we could find additional reasons to support the present suggestion. The question is, can we? I think we can.

If we examine the untutored lexical performance of native speakers, it is easy to see that command of the “if ( then” construction is a fairly early achievement. It is not hard to see why. A human individual who lacks the concept of consequence is sorely at risk. So consequence-spotting is part of the early endowment of beings like us. A similar point can be made about identity, and the kindred requirements of individuation and re-identification. These too bristle with adaptive significance, and the human animal is not long in getting a grip on them. What, then, of equivalence? We might see equivalence as occupying a point midway between consequence and identity. It is more robust than consequence and less robust than identity. The conjectures to which we find ourselves drawn are that the concept of equivalence is, if at all, a later and tutored achievement, that likewise the idiom “if and only if” has to be taught, and that we can go through life with an abundant linguistic competence without ever giving utterance to “if and only if”. A related suggestion is that the reason that this is so is that whenever ⌐If α then β¬ is made true by the biconditional fact that α if and only if β, any argument in AC form is materially valid. And, as before, not only is achieving material validity is often cheaper than achieving formal validity, achieving material validity makes it unnecessary to achieve formal validity. In a quite general way, formal validity is expensive; and in comparison, material validity is cheap. So it is not for nothing that formally invalid AC arguments underdescribe materially valid ones. Whatever we might in the end think of our speculations in this section, they apply with suitable re-adjustment to the companion fallacy of denying the antecedent (DA). I leave it to the interested reader to work through the details. 


Most of what we find in the psychological literature is deeply at variance with the views proposed here.
 My view is that, like mainstream logic, mainstream psychology has got AC dead wrong. This is not to say that there aren’t valuable deviations from this orthodoxy.
 Of particular interest are suggestions developed in Verschueren et al. (2001). One is that reasoners confuse necessity with probability. The other is that reasoners confuse “if ( then” with “if and only if”. Aside from the mention of “confusion”, which I think misplaced, I am struck by the affinity of these suggestions to our own conjectures here. One way in which to make a “probabilistic” argument in “necessitarian” form to use an AC to make an autoepistemic argument. One way in which to use “if ( then” in our “if and only if” way, is in making an AC argument that is materially valid. So I welcome these suggestions from Verschueren and his colleagues.


Further recent encouragement comes from a philosopher. Floridi (2009) argues that AC and its dual DA are degraded versions of Bayes’ theorem – and, as such, are “informational shortcuts, which may provide a quick and dirty way of extracting useful information from the environment.” (p. 317) I am much drawn to the resource-bounded character of this analysis, notwithstanding my inclination to think that Bayesian degradation is not an essential part of the story.
9.5 Ad populum
Before quitting the discussion of abductive readings of formally invalid pieces of reasoning, we should say a brief word about argumentum ad populum. As traditionally conceived of, the fallacy is one in which the popularity of a view is confused with its tenability. In a good many instances, proponents of this view also hold that this is a confusion that invalidates the inference of tenability from the fact of popularity, and it is there that the fallacy is committed.


No one should doubt that there are lots of cases in which nothing succeeds like popularity. This is especially evident under conditions of the rise and fall of fads, and there is also plenty of it in the world of fashion, popular music and popular culture more generally. The full story of the attractions of the popular would include a chapter on the tug of the popular on belief. Part of that story would have to give weight to Proposition ---, which asserts as a causal default that being told things makes you believe them. However, legion as such cases may be, people who are caught up on the sweep of a popular idea do not typically represent its tenability as following from its popularity. So most of those cases are of little interest, or importance, to logicians. Our present concern is with the minority cases, with those that invite and deserve to have our attention precisely because they are inferences from popularity to tenability. 

It would be helpful at this juncture to introduce Aristotle’s notion of endoxon. Endoxa, he says, are opinions held by everyone, or the many or the wise Aristotle’s view – see here On Sophistical Refutations – is that endoxa are not things to make light of. An endoxon is something that everyone believes – for example, “Water is wet”. Or it is something that nearly everyone believes – for example, “London is the capital city of England”. Or, finally, it is something believed on the sayso of experts – for example, “Water is H2O”. Aristotle clearly allows that such beliefs may reasonably be had even where the believer lacks all means of independent confirmation. Why would this be so? Aristotle does not answer this question directly, but there is little doubt that,  as the lawyers say, he “leaves as an inference” the following answer.

Proposition 9.5
POPULARITY: It may be taken as a default that what explains the popularity of endoxa is their tenability.

Corollary. “Fifty million Frenchmen can’t be wrong.”

Even if true, no one should think that the Proposition 9.5 is any more than a weak default. If true at all, it has to be so compatibly with the fact that false belief is widespread, and that the falsity of false belief is so often quite hard to guard against. But counting for it is the cognitive abundance thesis in conjunction with the told-knowledge thesis thesis. Cognitive Abundance tells us that we have knowledge, lots of it. Told-Knowledge tells us that much of what we know we know because we were told it. Add to this the plain facts that the popularity of popular beliefs is something we know largely by hearsay; that ( virtually by definition ( common knowledge is constituted by popular belief, and that one way in which a premiss-selection error counts as an error of reasoning is when it offends common sense. Then it becomes attractively clear that Proposition 9.5 is a claim to which we must cut some serious slack.


Proposition 9.5 embeds an abductive inference. It is a weak inference, but it is not nothing. It is an inference in the gross form:

1. The popularity of popular beliefs is explained by the fact that – during the tenure of their popularity – there is reason to believe them.

2. So defeasibly, there is reason to believe them.

Yes, we might say, there is something to be said for this line of reasoning, but it certainly is no guarantee that popular beliefs are true. Of course. The inference is abductive, and abduction is ignorance-preserving. But isn’t that a setback? No. For there are contexts in which not knowing things is a cognitive virtue.  It is not a cognitive virtue that proofs us against error. We are all fallibilists here.  
� Of course, it depends on what we want to make of “good”. If reasoning is good if it is good consequence-recognition, then the good-to-good paradigm is not necessary for goodness. If goodness is good consequence-drawing, it has a better shot at necessity for it. 


� Woods and Walton (1978). Reprinted in Woods and Walton (1989/2007) as chapter 11.


� I note the connection of negation as failure to intuitionism in logic, but will not develop the point here.


� Of course, it would have been different for the over-possessive nanny of the young god-to-be, who would never have let the young scamp out of her sight or hearing.


� There are contending theories of subjunctive conditionals. Given certain restrictions on modal-embedment, both T and S5 have been pressed into service. Maximal similar worlds approaches, briefly entertained here, derive from Stalnaker (1968).


� For ease of exposition let “I know that α” also stand in for “A knows that α”, “I have reason to believe that α”, “A has reason to believe that α”, and so on.


� Or even assuming the causal essentials, in ways devoid of causal contingencies.


� Hahn and Oaksford (2008) and the references therein.


� The same applies to “belief” and belief. “I believe that α” is often a hedge, but it is not the canonical, or appropriate, way to announce k-states.


� “I do not deign to fain hypotheses.”


� This would be a good place to warn against a possible confusion between what I mean by cognitive economics and what Peirce means by the economics of research. Peirce advances the interesting suggestion (which is nicely discussed in Rescher ,1976b) that a decision whether to send an hypothesis to experimental trial is rightly affected by the effort of so doing, not excluding the financial costs involved. For me, a cognitive economy is one in which some practical equilibrium is sought between cognitive aspirations and the cognitive resources available for their attainment. In an obvious but not useless caricature, we might say that Peircian economics is white-coated and grant-sensitive and mine is everyday.


� Notwithstanding some variation in formulation, essentially this schema is the one to be found in Aliseda, (2006), Flach and Kakas (2000), Kowalski (1979), Kuipers (1999), Kakas et al. (1995), Magnani (2001),  Magnani (2009)  and Meheus, et al. (2002), among others. 


� Other responses are hybrids. At Victoria Station you catch a glimpse of a man in a crowd, who looks like your brother, Harry. It can hardly be, for isn’t your brother in Shanghai? But wasn’t the man in the crowd a dead-ringer for Harry? The crowd is slowly approaching. So you decide to wait and see. When he gets close enough, you’ll know for sure. This is not quite subduance. You don’t go out and get new knowledge; you wait for new knowledge to get to you. Nor is it surrender. You haven’t given up your interest in knowing whether the man is Harry. You have put it on hold, waiting for him to get closer. You don’t mutter, “Who cares!”, and stalk out of the station. My thanks to Huw Price for pressing me on this.





� Of course, the devil is in the details. Specifying the Si is perhaps the hardest open problem for abductive logic. Happily, it is not necessary for present purposes to solve this problem here. In most mainstream treatments, the Si  include the consistency and minimality constraints at lines 4 and 5 of the standard schema. (I have my doubts).. Since for many abduction problems there are unboundedly many candidate hypotheses, one of the jobs of the abducer is to shrink this space from typically many to hopefully one, that is, by producing a poset at least, and preferably one that lodges the best choice in a unit set. It is extremely difficult to see how this is done, both formally and empirically. See here Gabbay and Woods (2005b) for a discussion of cut-down filters. See also Magnani (2009) for an interesting discussion of manipulative abduction.


� For a more detailed formal treatment see Gabbay and Woods (2006b).


� Here is a point at which I depart from Peirce about induction. He allows for “abductory induction”, in which the induction embodies an element of guess-work. On my reading, what we have here is something closer to “introductory abduction”.


� See, for example, Woods (2007a, 2007b). See also Gabbay and Woods (2005).


� Of course, Peirce is rather wobbly about belief. At (P5.388 he has it that being in a belief-state is an “establishment of a habit which determines our actions.” Note, however, that Peirce doesn’t assert the reverse implication. What is more, in Reasoning and the Logic of Things (1992), Peirce is emphatic that successfully abducing a proposition is never grounds for believing it. See here Woods (1999). 


� Also called semantic validity, material validity is discussed in Woods et al. (2003) and Brandom (2000).


� See again Paglieri and Woods (2009).


� Again, and famously, Wason  (1966) and Marcus and Rips (1979). Stein (1996), p. 2,  is a good recent summary of the received view.


� Consider, for example, the reservations of Grigg and Cox (1982) about Wason (1966).
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