         

    
Chapter 5 Prosperity Jan. ’10
 “While man’s desires and aspirations stir,

  He cannot choose but to err.”

             Johan Wolfgang von Goethe

5.1 Doing well
Fallibilism would be a harsh and pessimistic doctrine, and a stupid one, if it didn’t embed a further pair of assumptions, each critical for the logic of error. The one assumption says that the frequency with which we commit errors has not shut down the project of knowledge; far from it. The other says that, notwithstanding the errors in which they land us, it is to the requisite procedures that we owe our cognitive successes. They not only reflect the best that we can do by and large, but they serve us rather well. We see in this a pair of apparently conflicting theses, as well as a principle that offers some promise of reconciliation. The first of these is the error abundance thesis, first introduced as Proposition ---: Beings like us commit errors, lots of them. The second was adumbrated in section ---:

Proposition 5.1a
COGNITIVE ABUNDANCE: Beings like us have knowledge, lots of it.

The reconciling consideration ( reflected in our remarks last chapter on scepticism ( is 
Proposition 5.1b
THE ENOUGH ALREADY PRINCIPLE: Beings like us are right enough, enough of the time, about enough of the right things, to survive, prosper, and occasionally build great civilizations.
The three taken together take us some of the way to a deconstruction of fallibilism. The one tells us that we make errors. Another tells us that doing so is compatible with a good deal of cognitive success. The third tells us why it is not unreasonable to persist with procedures that let us down with a notable frequency. 

Our three theses link up tellingly with the normative-normal convergence thesis. As we were interpreting it earlier, it is typical of our reasonings as actually performed in most circumstances that they are either accurate or apt. The cognitive abundance theory lends the interpretation some support, but the error abundance thesis calls for a qualification. For how can it be true that we hardly ever commit errors and yet that we commit lots of them? The inaccuracy/inaptness distinction takes some of the sting out of this question. It is possible that most of our errors of reasoning fall into the inaccuracy column rather than the inaptness column. Be that as may be, there is more to a logician’s interest in reasoning than consequence-drawing. His remit also runs to various aspects of premiss-selection, not least of which, as we saw, is a policy for inconsistency-management. Enough Already has a notable bearing on error abundance. Enough Already does not predict that our cognitive practices are mostly all right. It provides that they are sufficiently right. What this suggests is that in the aggregate our errors don’t redound to our collective disadvantage in ways that require a significant reconfiguration of business as usual. Fine as far as it goes, the normativity of practice assumption might strike us as over-simple. For it overlooks, does it not, that compatibly with our collective flourishing there are high levels of localized and episodic error that can matter hugely? From the point of view of global advantage, our errors are small beer.
 From the point of view of local turmoil, they put pressure on the principle of the normativity of practice. They demand specification of the very defeater-types already formally catered for by the principle’s status as a default. 

In chapter one, we took notice of a sense of the practical having to do with the necessaries of life. It is easy to see its presence in Enough Already. En large, human beings are comparatively good at taking care of business. Because we are cognitive beings, getting down to business encompasses getting down to knowledge – questing for it and getting it, or taking ourselves to have got it, with a frequency that lends evolutionary support to the expectation that our descendents will behave in like fashion. The evolutionary persistence of Homo sapiens attests to it; and it is no mean achievement. Aside from the opposable thumb, the big toe and the central nervous system, the human animal has no protection against the myriad natural hostilities that dog him. Human survival is an evolutionary triumph and a cognitive marvel. Beings like us make our way in the world by trying to know things and by thinking that we routinely do. The necessaries of life are hard to come by, and cannot be had in the absence of a knowing command of circumstance, of the tricks of the trade that give us nourishment, shelter and social congress of remarkable complexity. It might be supposed that great civilizations are inherently tied to theoretical success. This is a mistake. By all accounts, ancient Egypt was a great civilization, but its theories were mostly wrong. 
Perhaps we can now begin to see how Enough Already directs the traffic between the two abundance theses. Perhaps what makes the cognitive abundance thesis true is significantly a matter of our successes with the necessaries of life. And perhaps what makes the error abundance thesis true is significantly a matter of our doing less well with the unnecessaries of life. Even in those many cases in which prosperity – doing well – is fruitfully and indispensably riven with theory, at the end of the day it’s all a matter of how well theory helps with the necessaries of life.
5.2 Reasonable errors: in and of
An advantage of a CR-model of knowledge is that it plays down the distinction between the normative and descriptive. It provides that we tend to get things right when we have the right equipment and the equipment is in good order. “Good order” has a normative ring to it, well enough. But it is descriptively specifiable – if not without difficulty then at least in principle. When fallibilism is added to the mix, consequences flow for the logic of error. If an agent is performing reasonably when his cognitive devices are functioning as they should, and if procedures that lead him into error are sometimes not unreasonably deployed, we can now make good on the suggestion of a chapter ago that the RR-rule violation conception doesn’t obtain with requisite generality. It underdetermines the class of errors of reasoning. If, in the form in which we have it here, fallibilism is true, then it cannot plausibly be supposed that our reasoning procedures ( including the very best of them ( are not themselves subject to it. Accordingly,

Proposition 5.2a
QUALIFYING ERROR-AVOIDANCE: Errors are sometimes committed when the agent’s cognitive devices are functioning as they should. It is sometimes reasonable to use procedures that lead to error. Blanket error-avoidance is not, therefore, a general condition on cognitive success. 
If we wanted to be pompous about it, we could call this the First Law of a resource-bound logic of error. Its chief interest lies in its exposure of the fallacy of thinking that error-making is as such bad reasoning. Whatever we call it, it is a finding of some importance. It exposes the necessity to acknowledge a distinction between errors made in the course of reasoning and errors made by the reasoning itself, or as we expressed it in the preceding chapter, errors in reasoning and errors of reasoning. It also calls attention to a limitation on error-avoidance.  Building an error-free system often has advantages that an error-permitting system lacks. But it may also happen – often it does happen in fact – that over-all the error-permitting system is superior. Such is the view of evolutionary biologists and any number of economists. In evolutionary biology, it is necessary to take into account the overall fitness of an organism, which might have to make trade-offs between rival goals. One of these might be the goal of error-avoidance. Relatedly, another might be the avoidance of that cost, owing to selection pressures, by building error-permitting systems. The trade-off is, of course, blind, driven by the mechanisms of differential reproductive success.

The distinction between errors in and errors of reasoning is an important one for us. A theory that honours it is one that would try to divide reasoning-errors into two non-empty and possibly overlapping sets. The partition gives us an obvious question to reflect upon. Might it not be the case that, comparatively speaking, the cardinality of the first class (in) is considerably larger than the cardinality of the second class (of). In Proposition 2.3, I have already expressed an opinion about this. It bears repeating:
In relation to the universe of errors, the number of errors of reasoning is comparatively small.

If this is right, it is also important. The error abundance thesis says that we commit lots of errors. Intuitively speaking, this means that we are deficient in lots of ways. If the present conjecture can be made to stand, it might turn out that we are not notably deficient in our reasonings. At a minimum, bad reasoning is far from being the primary source of our errors, including the errors we make when we are reasoning. In this respect, reasoning is more like perceiving than believing. It is widely, and rightly, acknowledged that our perceptual errors significantly lag behind our doxastic errors.


Proposition 2.3 says that in relation to errors of belief errors of reasoning throw a smaller shadow. It also provides that in relation to errors in reasoning errors of reasoning likewise cast a smaller shadow. This should make us wonder what it takes to make an error in reasoning which is not an error of reasoning. If the error isn’t one of defective consequence-drawing, what could it be if not a premiss-selection error? And what dominates errors of premiss-selection if not errors of belief? What these propositions seek to tell us is that errors of reasoning are less numerous than meets the eye, with direct consequences for fallibilism and fallacies alike. 


The distinction between errors in and of reasoning calls to mind our contrast between inaccuracy and inaptness. When one makes a mistake in reasoning one is in error about something. If the error is not an error of reasoning, a deficiency in the reasoning itself, then there need be nothing inapt in having resorted to it. 
5.3 Monstrous beliefs

“I’m all right, Jack” is a colloquial British saying which, with a complacency that belies its confidence, conveys that all’s well with me, never mind the rest of you. What whistling past the graveyard means for courage is false courage, and what “I’m all right, Jack” means for confidence is false confidence. On a colloquial reading, the enough already principle might also belong to this grouping, signifying a determination of well-doing that owes more to bravado than to accuracy. Certainly any endorsement of Enough Already, made without recognition of the stupidity and wickedness that scatter through human life in all its social arrangements, would likewise score better at bravado than at accuracy. The intuition of Enough Already is to call attention to our successes overall in the face of our day in stupidities and our not entirely infrequent collapses of judgement, will and moral dignity. In the form we have it here, Enough Already is not meant as the boastful vulgarism, “I’m all right, Jack.” It is intended to record the empirical observation that, while our errors sometimes lead to massive unpleasantness and to wrenching depravity, the species Homo sapiens is still vigorously in business. Undoubtedly, there will be those who think, even so, that imputation of Enough Already is little more than damnation with faint praise. Perhaps this is so. Perhaps our record at error-avoidance is as bad as is consistent with the evolutionary constraints, which is to say that being massively wrong about just about everything is compatible with survival, prosperity and some nice art galleries. Bad as the actual record might be, the question for us is the extent to which it implicates bad reasoning and the related question of where the limits more or less naturally lie on the logician’s probes. But one thing should be clear from the outset. In forwarding Enough Already, I am not in the least a Polyanna about the human record.
In Chapter 1, I briefly noted that a logic of premiss-selection should have something to say about premisses whose selection constitute an insult to reason. A proposition falling foul of those constraints is one that a competently competent agent should know to be false. Such propositions include what might be called monstrous beliefs. Monstrous belief has two defining features. 

Proposition 5.3a
MONSTROUS BELIEF: A belief is monstrous if and only if it is an affront to reason, and acting upon it causes great harm. 

It is sometimes remarked, with expressions of disbelief, that the Third Reich displayed a masterly command of the logistics that drove the Final Solution. Extinguishing the Jews from the face of Europe was a daunting task, and it took lots of clever people to bring the programme as close to completion as it got. There was much excellent reasoning involved in this – excellent engineering, excellent chemistry, excellent transportation policies, excellent opinion-making, and so on. If reasoning were simply a matter of accurate or apt consequence-drawing, we would be landed in the unpleasantness of having to say that, from the point of view of logic, there is little bad to say against the Final Solution, that the Nazis were first-rate reasoners, notwithstanding that they had some monstrous beliefs.


But, of course, bad reasoning is not just the drawing or failing to draw consequences that should not have been drawn or should have been drawn. Bad reasoning is also about the acceptance of premisses that offend reason. In extremis, when mistakes of this kind are made, we say that their committors have lost their minds. So, in a way, they have. But it is an especially chilling way to lose one’s mind, given the radicalness the gap between being bad at premiss-selection and being sharp as a tack at consequence-drawing.
The phenomena of monstrous belief and the other offences against reason, aggregate with a notably frequency to create perils of local import, some of which stretch against the very meaning of “local”. No logic of error can be indifferent to the sheer scale in human affairs of the breakdown of reason. There are social policies, movements and ideologies galore that no one in his right mind would touch with a barge pole. Yet these offences to reason proliferate and flourish. There is much in the ideological lunacies of the human race that exceed the theoretical reach of logic, no matter how rich its naturalizing reach. But there are also immediate consequences for what we are doing here. One is that the assumption of the normativity of practice requires an overhaul that honours the asymmetry between our adeptness at premiss-selection and our adeptness at consequence-knowing. It will also be necessary to revisit the enough already principle. In the first instance, the required reformulation is:

Proposition 5.3b

REVISING THE NON CONVERGENCE THESIS: Except where there are indications to the contrary, the consequence-drawings and the consequence drawing omissions that actually occur are by and large either accurate or apt or both. Similarly, except where there are indications to the contrary, premiss-selections that are actually made do not by and large offend against reason. However, indications to the contrary in premiss-selection situations typically exceed those that prevail in the case of consequence-drawing, and do so rather extensively. 

How do these revisions bear upon Enough Already? The answer is, “Hardly at all”. Enough Already hangs tough, even in the teeth of the ceaseless monstrosities the human race has visited upon itself since time immemorial. The words of Enough Already remain true. The human race does survive, does prosper and does on occasion build great civilizations. The words hold true, but the weight of Enough Already lightens, making allowance for the fact that doing well over-all is compatible with recurring and massive failures of reason.


We shall return to these matters in various places to follow.
5.4 Satisficing
Doubts about the wisdom of investing our theories of human performance with optimality and maximization assumptions in the manner of the OSC and SEU orientations, is necessary occasion for reflection on the alternative. A good many economists would attribute the successes which our cognitive practices bring us to a form of satisficing, a suggestion that goes hand-in-glove with Enough Already.
 
Human individuals operate in cognitive economies. They transact their cognitive agendas under press of scant resources. Their cognitive tasks are small – not small in importance, but small in regard to the heft of the resources needed for their attainment, for them to operate as lightweights rather than super-heavyweights. No one in boxing circles thinks that the best lightweight is a less good boxer than the best super-heavyweight. Not infrequently it is the other way round. But there are certain assets that lightweights have less of – weight is one and, relatedly, punching power. Although not invariably so, it is typical of beings like us to make their way through life’s cognitive thickets with deficits of information and time, and storage and computational capacity. To the extent that this is so, it is necessary for the individual human agent to be a cognitive economizer. It is well to re-emphasize that the scantness of the resources available to individual cognitive agents is a comparative matter in relation to the cognitive wherewithal of institutional agents, such as the FDA, Nato or the government of Finland. Agents of both types are frequently pressed for information, and time, and frequently are up against capacity limits on memory and computation. To that extent, agents of both types are required to economize. But, comparatively speaking, individuals have less information, time, storage and computational capacity than institutions. Their need to economize is comparatively greater. Their need to be resource allocators is comparatively more pressing.

Attractive as it is, the metaphor of satisficing should be approached with a certain care. It has more meanings than serve our purposes here. In one sense, a satisficing decision is one that settles for present gains over the possibility of future better ones that lie within our grasp. In another sense, a satisficing decision is one that settles for present gains over gains which, while better, lie beyond our grasp. Seen the first way, satisficers forgo a possibly better outcome – achievable if it exists – as a hedge against a future that could actually turn out badly. Satisficing here is quitting while we’re ahead. Conceived of the second way, the betterness of the alternative is tailor-made for normative idealization. It postulates a better result, but one which exceeds our capacity to achieve. Taken this way, satisficing is the best we can do. Between quitting while we’re ahead and the best we can do is a gap big enough to make something of. 

It is easy to see that the two senses of satisficing carve up our cognitive practices in quite different ways. Procedures that lead us to quit while we’re ahead are those that heed the risks that attend uncertainty. They see that betterness must be paid for and that the costs involved may outweigh the benefits. This leaves the theorist of human performance ambivalently positioned. On the one hand, it is trivial that one must settle for what one is able to do. The only non-trivial grip that this best-possible sense of satisficing has on an empirical logic of reasoning is the one that flows from the presumed normativity of ideals that we can’t achieve. If this were so, we would have it that the best we can do is normatively subpar. But, as we have seen, the normative superiority of performance ideals is not something merely to be assumed. Proving is another matter, and a vexed one. The good-enough version charts a different connection to our interest in good practice. It reminds us that our cognitive efforts, while they carry the promise of success, are bound by the necessity to liquidate the assets required for their deployment, and that the associated costs often have a way of exceeding benefits. That the cognitive agent is a satisficer in this second sense is far from a trivial thing to say about him. It captures an essential condition on his successes, especially by the lights of Enough Already. It calls attention to an important limitation, that our cognitive successes demand the judicious husbanding of the resources required to achieve them.

It is a truism that there are lots of things that we cannot do. The fabled cow may have been able to jump over the moon, but not we. Even the best high-jumper in the history of the world wouldn’t dream of organizing his training around an attempt to emulate the cow’s lunar achievement. It is not much different with cognition. Given the size of the human brain, there is a lot that exceeds its reach. Evolution has decreed that the human brain must fit a head capable of negotiating its mother’s birth canal. So we must eschew theories that require us to have brains “the size of a blimp.”
 

The human cognizer manages his affairs with an eye on costs and benefits. There is a considerable literature supporting mathematically aggressive cost-benefit theories. Factored into such analyses are considerations of resource-allocation, marginal expected reliability, marginal utilities, start-up costs, opportunity costs, cost-benefit curves, and so on. Cost-benefit theories tend to fall within the N-P sector of the N-P-D troika discussed in chapter two. They emphasize optimality or computably executable optimality over empirical accuracy. They start the whole debate over how to deal with the significant discomportment of these theories with actual practice. They call into play all the standard moves: the irrationality thesis, the approximate rationality thesis and the reflective equilibrium thesis. Cost-benefit theories often have insightful things to say about satisficing strategies, but rarely are the decision-mechanisms for the selection of a satisficing strategy within the actual control of reasoners on the ground. What is missing in mathematical theories of costs and benefits are empirically correct descriptions of how human individuals manage the economics of their tasks as actually transacted. Accordingly,

Proposition 5.4
COST-BENEFIT ANALYSES: The standard approaches to mathematically mature analyses of costs and benefits are ill-adapted to the practical concerns of real-life reasoners and give a distorted picture of how they actually perform as cognitive satisficers.

5.5 Proportionality 
Proposition 4.5a the proportionality thesis tells us that a properly functioning cognitive agent is one who sets his cognitive agendas with due regard for his accessibility to resources required to meet their embedded performance standards, carries some direct consequences for a logic of error. One is that

Proposition 5.5a
RELATIVITY OF ERROR: Something is an error only in relation to the standards encompassed by the agent’s cognitive target.

The propositionality thesis instantiates the Dirty Harry Principle: A man’s got to know his limitations
 The relativity of error thesis imbibes the wisdom of these words. For if you take proper mind of what you’re not able to do or what exceeds the bounds of what is appropriate for you given your circumstances, you will manage your error-rate accordingly.
It is a fundamental insight of the resource-based approach to human cognitive practice that for the most part an agent’s resources do not enable him to meet the standards of either mathematical proof or scientific confirmation. We may say that, given the resources that he commands, the human reasoner is alienated from those standards by and large. This is critically important for both the interpretation and assessment of reasoning.

Proposition 5.5b
INTERPRETATION: It is a default-rule for the interpretation of an individual’s reasoning on the ground that it is not in the service of cognitive targets that call for either validity or inductive strength.
Proposition 5.5c
ASSESSMENT: It is a default-rule for the assessment of an individual’s reasoning on the ground that its invalidity or inductive weakness are not grounds to judge it negatively.

5.6 Lexical underdetermination


The look before you leap principle bids the theorist to pay attention. It counsels him to postpone theory construction until he has achieved a fair appreciation of the theory’s motivating data. It urges the selection of the theory’s procedures and assumptions in semantically responsible ways. It tells him to be on the watch for data-bending. All this has to do with the matters before us. If it is true that it is comparatively uncommon for the reasoning transacted by real-life reasoners on the ground to be bound by the validity and inductive strength standards, then, correspondingly, there will be large ranges of cases in which a reasoner’s use of what logicians call a conclusion-indicator word – words such as “therefore”, “hence”, “so”, “since”, “it follows that” – neither expresses nor insinuates deductive or inductive intent. What this means is that not only can you say that β follows from α and mean that it follows from it plausibly or presumably, or in some such weaker way, but that this is more commonly the situation you’re actually in. When we reason from premisses to conclusions, it could be said that we are putting a concept of consequence “in play.” What our present example tells us is that the standard conclusion-indicating lexicon does not specify the concept of consequence in play. “Therefore” could put into play a concept of deductive or inductive consequence; but it could also put in play the concept of plausibilistic consequence or the concept of presumptive consequence. Accordingly,


Proposition 5.6a

LEXICAL UNDERDETERMINATION: The concept of consequence put into play by a piece of reasoning is lexically underdetermined by the usual run of conclusion-indicator words.

Corollary. The concept of consequence put in play in these circumstances is indicated by context.
Corollary. For the usual run of them, the assessment standard for a piece of reasoning is undetermined by its conclusion-indicator word.
Argumentation theorists make much ado about the Principle of Charity. In most of the forms in which they state it, it is a ludicrously overheated principle.
 But there is a version of it advanced by Scriven,
 which is just about right, and which is nicely motivated by Proposition 5.6a and its corollaries. Scriven’s Charity requires that we interpret our interlocutors fairly. In the present case, it requires that we interpret our interlocutors with due regard for the thesis of lexical underdetermination. 
The cognitive abundance and error abundance theses now have some room to breathe. That most of our reasoning is invalid or inductively weak removes an orthodox impediment to Cognitive Abundance. Most of what we know we know in ways that embody invalidity or inductive weakness. It also allows Error Abundance to confirm something important about error. It supports the claim that for the most part error of reasoning is constituted by factors other than invalidity and inductive weakness. It also gives us occasion to amend fundamentally the RR-rule-violation conception of errors of reasoning. Since most good reasoning violates the rules of right deductive and right inductive reasoning, we must now say that what the present conception intends is that

Proposition 5.6b
RR-RULE-VIOLATION AMENDED: Something is an error of reasoning when it violates a rule of right reasoning that is contextually in force.

Something else of interest drops out. With a small scattering of possible exceptions, logic’s traditional assessment of the traditional fallacies is that they are errors of reasoning occasioned by invalidity or inductive infirmity. Thus the fallacy of affirming the consequent is constituted by its invalidity, and the fallacy of hasty generalization is constituted by its inductive weakness. There are those that think that some few of the traditional fallacies aren’t so occasioned. This would be because, like the fallacy of many questions, they are thought to be dialectical infelicities rather than errors of reasoning, that is, that they are errors occasioned by violating a rule of fair argumentative practice.
 If this is right, the orthodoxy would say that they don’t fall within the province of logic. Still, these possible exceptions aside, the traditional fallacies are put in an odd position by our recent disclosures. By the assessment default-rule, one should not, save for cause, judge the fallacies negatively for their invalidity or inductive weakness. This generates a further task for a naturalized logic of error.

Proposition 5.6c
FALLACIES: If a theory of error wants to preserve the intuition that the traditional fallacies are for the most part errors of reasoning, it takes on a twofold obligation. Either it must show that the fallacies defeat the default that invalid or inductively weak reasoning is not erroneous. Or it must show that fallacies are errors by virtue of their discomportment with standards other than validity or inductive strength.

Proposition 5.6d
AN ALTERNATIVE: Or it must give up the intuition that the traditional fallacies are fallacies on the traditional conception of them. It must say instead that for the most part the traditional list fallacies are not in the extension of the traditional concepts of fallacy.

It is easy to see that the present reflections create for traditionally-minded fallacy theorists a considerable onus. If most of the items on the traditional lists are deductively invalid or inductively frail, and yet if deductive validity and inductive strength are not typically appropriate to an actual reasoner’s cognitive tasks then to charge a reasoner with a fallacy requires a reason to interpret his performance as one calling for validity or inductive strength. This is a requirement more easily stated than met. We have it, then, in support of the rarely-committed thesis of chapter 1, that

Proposition 5.6e
MORE SMALLNESS: Since the ratio of errors occasioned by failure of deductive and inductive standards to errors of reasoning actually committed is small, it is typical of the majority of the fallacies on traditional list not to be committed.

We remarked that errors of reasoning are less numerous than meets the eye – or anyhow the eye of traditionally minded logicians. We said that this mattered for our understanding of the fallacies. If, by and large, we are better reasoners than believers, the standard assumption, that when we reason in the manner of the traditional list we reason badly, takes on the larger onus of showing that they actually are errors or, if they are, that they are actually committed with a frequency that fits them to the standard conceptions of what a fallacy is. What Proposition 4.5h wants us to believe is that if the errors which the tradition presumes are committed by at least the majority of fallacies on the traditional list are errors of invalidity and/or inductive weakness, then the majority of terms on that list can’t be fallacies in the traditional sense. And if this is right, we do indeed have a deeper answer to Hamblin’s implied question as to why logic had been doing such a bad job with the fallacies. Earlier, we said that logicians had misconceived the nature of their task. But there is a shorter and sharper answer, as we now see: They didn’t know what they were talking about.
5.7 Dumbing down

The theses of proportionality, relativity, interpretation and assessment, as well as the amended RR-rule-violation condition, are the undercarriage of the account of error that I want to advance in this book. If, for some reason or other, these claims weren’t able to withstand critical attack, I would have lost my bearings in a major way. So it behoves me to give some thought to what I take to be one of the most serious-seeming objections to these claims.
The main moral of the proportionality of targets thesis is that the individual agent is disposed to eschew tasks that get him into cognitive trouble, that he tries to be a “fair-weather” reasoner. It might be objected that we are giving too much sway to how the ordinary human reasoner transacts his cognitive tasks in actual practice. It may well be a fact that reasoners on the ground generally set the bar of their cognitive endeavours low enough to make validity and inductive strength usually the wrong standards. But why make a virtue of this lowness? Why not say instead that in dumbing down the fair-weather  reasoner avoids the sharp prick of attainment standards of decent and appropriate rigour, that dumbing down is a kind of cheating? Why not say that the project of knowledge would be better served by smartening up rather than by dumbing down?  People who dumb down solely for the sake of error-avoidance are Cliffordians of radical stripe. They so value error-avoidance over the attainment of truth that they suppress their disposition to get to know what it is in their interest to know. 

Ordinary reasoners are not in this sense dumbers down in the project of knowledge. What shows this to be so are the cognitive abundance and error abundance theses in combination with the enough already principle. We have already seen how this goes. Error Abundance tells us that even though our cognitive objectives are usually set at levels that don’t call for validity and inductive strength, we still make lots of errors. So setting comparatively modest cognitive targets is not a particularly effective Cliffordian strategy. Cognitive Abundance tells a similar tale. Although our ordinary practices are peppered with error, this is no impediment to their substantial cognitive success. They are practices that give us knowledge, lots of it. Enough Already provides the clincher. It tells us that over-all the intermixture of error and knowledge redounds to our net collective advantage, for it produces the wherewithal for survival, prosperity and even on occasion high cultural attainment. Overall, what we see is that individual cognizers pursue satisficing strategies that repay them with collective success. 


The dumbing down objection also embeds a misconception to which we would not want our fondness for satisficing to lend comfort. It is the suggestion that, irrespective of what real-life reasoners are up to on the ground, truth-preservation is a worthier cognitive target and, when attained, a better cognitive result than strict scientific confirmation, which in turn, is a worthier thing to aim for and a better thing to attain than, say, targets that respond well to the call of “mere” plausibility. By parity of reasoning, the attainment standards embedded in these targets are rank-orderable, with validity topping inductive strength, and inductive strength topping what we might call plausibility-strength. Logicians are greatly tempted by such orderings, and rightly so if the betterness of a target and its standards for attainment are equated with strictness. But if betterness is reckoned up with reference to what human individuals are capable of and the comportment of their cognitive behaviour with the enough already principle, truth-preservation and experimental/statistical confirmation typically aren’t the best targets, and validity and inductive strength typically aren’t the best standards. Similarly for the strategy of smartening up. 

Proposition 5.7
CONTRA SMARTENING UP: It is not in the general case preferable – indeed it is not possible and not even smart – to upgrade our cognitive targets in ways that favour truth-preservation or experimental/statistical confirmation as general cognitive strategies. 
Accordingly, as in the economic domain, so too in the cognitive, our satisficing proclivities betray no fondness for underachievement.


Our present point is that in setting ourselves cognitive tasks for whose discharge it is unnecessary to hit the mark of validity or inductive strength, we are not guilty of dumbing down. That is, it is not dumbing down to reason in ways that are both invalid and inductively weak. It is an easy corollary that when our reasoning practices are of this character, there is no need – and often no possibility – to improve them by reshaping them to these stricter standards. But this is not at all to say our reasoning practices leave no room for improvement of any sort. After all, we commit errors, lots of them, some of them locally pernicious in one way or another. A theory of error should tell us what these errors are. It should try to tell us how to detect and correct them. It should tell us how to avoid them.
5.8 Above and below

We are awash in information. It is a wonder that we are not in a condition of perpetual overload. Overload is the exception not the rule. By and large individuals are able to process masses of information to their advantage, converting some of it to belief when it suits their circumstances. A good part of what makes this possible is our evolved facility at discrimination. Lying along side is the capacity to evade informational clutter, to filter out what’s relevant from what’s not. A further part of the mix is our talent for abduction, which in its most basic sense is the ability to “see what’s going on”, the ability to venture narrative coherence upon the buzzing, booming confusion. Irrelevance avoidance and seeing what’s going on are bound up in turn with our adeptness at recognizing plausibility, by our responsiveness to “the ring of truth”. To a considerable extent these are processes that operate down below; they leave little phenomenological trace. They are prime candidates for CR-explanation. 


A clear advantage of reasoning down below are the economies it achieves. Even when applied to reasoning above above, the CR-model preserves some of that advantage. The causal processes that fix belief and drive the processes of reasoning operate unconsciously for the most part. Consciousness is an expensive endowment. Consciousness has a narrow bandwidth. It processes information very slowly. The rate of processing from the five senses jointly is in the neighbourhood of 11 million bits per second. For any of those seconds, something fewer that 40 bits make their way into consciousness. Consciousness is highly entropic, a thermodynamically costly state for a human being to be in. At any given time there is an extraordinary quantity of information processed by the human system, which consciousness cannot gain access to. Equally, the bandwidth of language is far narrower than that of sensation. A great deal of what we know – most in fact – we aren’t able to tell one another. Our conversational exchanges run at something like 16 bits per second.
 


It is now evident that we will have to refine the claim that individual agents operate with comparatively scant quantities of information. In subconscious states, human systems are flooded with information. Consciousness serves as an aggressive suppressor of it, reserving radically small percentages that are available to consciousness. To the extent that some of an individual’s thinking and decision-making is subconscious, it is necessary, as we have said, to postulate devices that avert the distortion, indeed the collapse, occasioned by informational overload. Even at the conscious level, it is apparent that various constraints are at work to inhibit informational surfeit. The conscious human thinker cannot have, and could not handle if he did have, information that much exceeded the limits we have been discussing. Human beings make do with slight information because this is all the information that a conscious individual can have.


This gives us two rather different perspectives on the cognitive economy. At the level of down below, informational tsunamis are controlled and filtered to productive ends by massively parallel and computationally powerful sorting and storing procedures. The economics here is that of the efficient handling of huge inputs. Up above is different. Consciousness makes for informational niggardliness. The economics here is twofold. If consciousness could absorb a larger informational bounty, it would pay correspondingly high tariffs of time, of actions and decisions slowed down considerably. The other factor is satisficing. Given that the scantness of the information a conscious human system is able to hold at a time, care must be taken to get the best one can out of the little one has. 

5.9 Causalizing inference

I have said that a plausible epistemology for a naturalized logic of reasoning is the CR-model. It takes only a moment’s reflection to see how much of an understatement this is. The naturalization of epistemology is an approach that gives causality its due in epistemic contexts. It is an approach that makes patiency a fundamental requirement of agency. It is not going too far to say that the chief effect of naturalization has been the causalization of knowledge, in the manner of Proposition 4.10. In proposing a like approach to logic, we effect a like transformation, the causalization of inference.
 Notwithstanding our CC-self-image, how could it be otherwise than that inference falls into the grasp of causality? 

If belief is essential for knowledge and belief is the causal output of belief-forming devices, then the causality of belief spills over onto knowledge. Knowing α is a matter of being put into a certain state with respect to α, subject to the further condition that α is true. Your knowing that α is partly what happens to you and partly what happens to α. The part that happens to you is the state that your belief-forming mechanisms put you in. The part that happens to α is a concourse with the world in virtue of which it is true. Your knowing α is not exhausted by the things that happen to you. But the things that do happen to you are causal. Knowledge is causal because belief is causal. 


How different could it be with inference? If inference is a kind of belief-revision, and belief is causal, how could belief-change not be causal? The CR-model of knowledge is a generalization of much older approaches to particular species of knowledge. Heading the list are perceptual knowledge and knowledge remembered. In each of these cases, the CC-alternative is an unrealistic stretch. You see that the cat is on the mat when you see the cat and see the mat and the cat is on it. There is little room here for the selection of hypotheses underwritten by the free exercise of the intellect.
 True, some things we see are difficult to make out. But that is a problem of a different order. Perception is causal. By and large, it is the same way with memory. When you remember, your reminiscential devices are functioning as they should. Sometimes you boost the process with nostrums designed to loosen up blockage.  I have an acquaintance who is unable to remember the name of the region of France which produces his much-prized claret. (Perhaps this is because he makes so free with it.) So he has learned a trick, which enables him to remember that the name of that place resembles the name of the Cleveland Indians’ legendary Lou Boudreau of days long gone. This gets him to see that claret comes from Bordeaux. Memory is causal in this aberrant case. But it is no different in the general case.


In generalizing the causal natures of these low-lying modes of knowing to the upper reaches of intellectual endeavour, the CR-model is a radical theory. It is not at all the case that it lacks precedents in epistemology’s long history – not to overlook the psychological record either. (Associationism comes to mind in both cases). But it is radical in its generality and its untentativeness, and it is radical in its appropriation of CC-procedures as causally necessary for classes of knowledge on the CR-model. It allows for the likelihood – if not the fact – that sometimes the only way for someone to get to know that α is for X to experience himself as freely selecting α from a space of possibilities in an evidence-based and case-making way. But if this is right, even the reasoning of high intellection is causal. 
5.10 Phenomenology and dialectics 

It would not be far wrong to say that error is all about inapparent inaccuracy and that error detection is all about apparent inaccuracy. We have already tried to emphasize that a central problem for the logic of error is to explain the transition from inapparency to apparency. Inapparency enters the picture in other respects, in what might be called the phenomenology and the dialectic of cognitive behaviour. The dialectic of the advancement and defence of knowledge-claims is yet a further respect in which individual cognitive agency plays out pragmatically.  
From the inside, from the first person point of view in the here and now, cognitive processes are experienced in ways suggestive of the CC-model. Much of what we take ourselves as knowing we take as flowing from our own efforts, from the probes we make of our environment and from the reflection that attends the organization of the resulting data into recognizable results. Certain classes of belief-experiences more readily instantiate this phenomenological orientation than others.  Even seeing often requires looking; and looking inside a Wilson cloud chamber requires training. Still, much of what you think  you know you see as the product of your own efforts freely engaged in, efforts that enable the selection of the requisite beliefs. Much of what you see yourself as getting right you see as your doing, and what you see yourself as having got wrong you also see as down to you, as something you slipped up on. When you experience yourself as in a state of knowledge with respect to some α, you see yourself as having been good at something. From the inside, knowledge in general, certainly what we’ve been calling mediate knowledge – requires that you be good at the things by which knowledge is arrived at.

In matters mediate the human knower experiences himself in the CC-way or something quite like it. That is the phenomenological part of the present suggestion. Here is the dialectical part. Consider again matters mediate. Someone tells you that α. For some reason you are moved to question him on this. Perhaps α strikes you as implausible. Perhaps α contradicts something you think you know. Or maybe it occurs to you that α, though true, is not something that he would know. So you challenge him: “How do you know?” How likely is it that you would ever hear him reply as follows: “Well, that’s an easy one to answer. I believe that α. On top of that, α is true, and what’s more, my belief-forming mechanisms are in apple-pie order and working on good information”? This is as maladroit an answer as is in him to give. It is, as the lawyers say, unresponsive. Admittedly, if α is true, and your interlocutor’s belief has been produced by belief-forming mechanisms working on good information and functioning as they should, then he does indeed know that α. But answering that way doesn’t meet your challenge. The question “How do you know?” is not a question of the same type as “How do you row?” What your challenge bids its addressee to do is construct a case for α, to produce a justification of it – which is a requirement straight out of the CC-model. The idea that a challenged knowledge-claim will fail unless attended by a case for the proposition it advances is music to the ears of fanciers of the CC-orientation. It carries the clear suggestion that in the absence of a case for it, our belief in the truth that α expresses can’t qualify as knowledge even when α is true. 

The question, “How do you know?” has causal properties of its own. It is often the case that a good way of extinguishing an interlocutor’s confidence in α is asking him how he knows it. Let us call this the dialectical erasure of what an agent thinks he knows. On the face of it, this is astounding. Why would the demand for a justification of what a person claims to know bring it about that he doesn’t think he knows it? Why, as happens in some cases, would the demand to justify what one knows bring it about that he doesn’t know it any longer? If, as CC-theorists insist, justification is present when knowledge is present, how can a request for its identification be anything but benign? What, then, would account for dialectical erasure? Part of that answer must be that the question’s dialectical function clashes with the causal realities of knowing. The CR-model tells us that much of what we know – or take ourselves as knowing – exceeds our powers of justification. There are large classes of cases in which our cognitive mechanisms put us in touch with the truth of matters in ways that qualify as knowledge on the CR-model, but independently of any capacity on the knower’s part to mount a non-trivial case for the proposition in question. On the CR-model, not only is the justification of α not necessary for knowledge of it, but frequently is not a possibility that lies within the knower’s grasp. But, as we just saw, “How do you know that α?” calls for a defence of the claim that α, a case for α’s truth. Case-making is precisely what the CC-model calls for. In effect, then, the dialectics of the question imposes on its addressee a CC-orientation to his own knowledge. Since these are cases in which by hypothesis justification is not possible for the knower, the dialectical challenge posed by “How do you know?” cannot be met (and the knower knows it.) And since he is now taking the CC-perspective, he concludes incorrectly that he doesn’t know that α, unmindful that on the CR-model he does indeed know it. 
Let us say again, for emphasis, that the CR-model is a radical departure in the logic of knowledge. It cuts across the grain of the phenomenological self and the dialectical self. In our phenomenological moments we often experience our knowledge of α as something that we have attained, rather than a state into which we’ve been put. In our dialectical moments, we see our knowledge of α as defenders of the faith. We see our knowledge of α as linked to the wherewithal to make our critics know it as well. The CR-model has no stake in denying these experiences. But, again, there is nothing in it that lends the slightest support to the classical idea that they should somehow enter a theory of knowledge in epistematically privileged ways.

Human beings have a natural tendency to anthropomorphize things. Psychologists – and we too – find it attractive to say that in our perceiving moments, we “analyze” information and “propose” its best interpretation to conscious experience. We say that in memory, we “flip through” inventories of memories and “map” specific elements to our current interests. We say that in processing new information we “scan” the resulting belief-set for consistency. We say that when we reach a decision we do something like “constructing” a decision tree; and on and on. Anthropomorphism is a natural friend of the active voice – of “I do” rather than “I am done to”. Use of the active voice considerably out-distances its literal applicability. There is much more that is said in the active voice than is true in it. When appended to the CR-model this gives rise to a paradoxical-seeming state of affairs. It is that our cognitive successes are a matter of our doing the right things without having much of a clue as to what those things are. Once we subdue the impulse to anthropomorphize, the appearance of paradox subsides, and rightly. Since, beyond the bland generalities we have already canvassed, the average human-knower knows virtually nothing about what it takes for his cognitive devices to be working as they should, his epistemic successes will not be graced by much, if any, awareness of that to which his success is owed. So in quite wide ranges of cases we are “strangers to ourselves”.

5.12 Truth as an outlier 

There is another entrenched view about the make-up of the human agent. Not everyone accepts this view, but there is no theory of human cognition that can be indifferent to it. The view is dualism, not the variety we associate with Descartes, but rather the (overlapping) specimen that distinguishes between the private and the public, the subjective and the objective, the internal and the external. A classic problem for epistemology and psychology alike is to explain how a being all of whose experiences are internal can position himself in a world that transcends them. It is the problem of how the inner self integrates itself as an outer being. On some tellings, it is what Ralph Barton Perry called “the egocentric predicament”. There are some well-known philosophical responses to these questions. One is scepticism. Another is idealism. In this book, I am drawn to a particular way of understanding this duality as it bears on the constitution of an agent’s explicit knowledge. (Knowledge down below requires a different story.) 
Key to this appreciation is the phenomenological-dialectical distinction. On the one hand, knowledge has an irreducibly phenomenological character. You can’t know that α unless you are in a certain phenomenological state with respect to α. On the other hand, the cognitive agent is also a member of a dialectical community of like-situated fellows. As we saw, each dimension, the phenomenological and the dialectical, participates in the project of knowledge in distinctive ways. The phenomenological side anchors the knower’s epistemic convictions. The dialectical supplies the oversight that attaches to claims to know. The structure of this interaction is perplexing. In the broadest sense, our outerness is a matter of our responsiveness to a world that holds us to account. It is an arrangement in which our private confidences are reckoned up and tested against the challenges of nature or of our fellow beings. It is an arrangement in which we ourselves, in reflecting on a prior or present confidence, can also take our own measure. The outer world, including our own participation in it, is a standing challenge to our private satisfactions. The perplexing aspect of the interaction of the phenomenological with the dialectical is that the whole dynamic of challenge and response by others, and by ourselves to ourselves, and by nature herself, also plays out with an irreducibly phenomenological underpinning. In the matter of our addressing the outer and adjusting to its challenges, we are unable to get out of ourselves.

Of course, as we say, the egocentric predicament is a stock-in-trade issue for classical epistemologists. For many in the smart set, it is a sophomoric question, long since satisfactorily disposed of. We are not so sure. Saying why is the business of the chapter to follow. 

The two dimensions bear interactively on what we might call the outlier problem for knowledge. All going accounts of knowledge – certainly those of the CC and CR-models – impose truth as a condition of one’s knowledge that α. Knowledge of α is impossible unless α satisfies the requirement that α be true. Cognitive agents have a standing interest in knowing whether and when this condition is met. But, pace Descartes, this is not a phenomenologically answerable question in the general case. Here is where the dialectical dimension again comes into play. It is a dimension in which an agent’s claims to knowledge are exposed to public scrutiny, to the sturm and drang of proof and refutation. But there are difficulties. The one difficulty, as we saw, was the threat of dialectical erasure of a lot of knowledge. When this doesn’t happen – for there are also cases in which the justification of a knowledge-claim is well within the knower’s power – a different difficulty presents itself. There are large ranges of cases in which proofs and refutations with regard to α are nothing but the dialectical stasis that argument and counterargument bring about. Aristotle was crystal clear about this. You refute your opponent’s claim to know that α precisely when you wring from him countervailing concessions that he is not prepared to give up. You prove α for your interlocutor by showing that α flows from concessions that he is not prepared to retract. Seen in this way, truth is irreducibly intersubjective agreement and nothing else. And, needless to say, there is a big fight in the corridors of traditional epistemology as to whether there are modes of epistemic justification that take proof and refutation beyond the removal of shared dialectical irritation. Are there dialectical exercises that rise to the standard of truth-attainment? Are there modes of enquiry that crash through the envelope of intersubjective repose?
 The answer is Yes when we have true inputs and truth-preserving justifactory measures. The answer is Close-to-Yes when we have true inputs and probabilistically clinching procedures of justification. The trouble is that human knowers are hardly ever in a position to invoke these measures. On some readings, this yields a kind of scepticism. The cognitive individual hardly ever knows what he and others think that he and they know. But, whether we take or resist the sceptical turn, the problem of truth remains. 
Proposition 5.12
TRUTH AS AN OUTLIER: Truth is a condition of knowledge. And truth, both from the perspective of the phenomenological and the perspective of the dialectical is an outlier. A logic of error must take note of this. 
It is natural to want to know what accounts for our being in the cognitive states we are in. At the centre of this question is a fact of considerable importance. Everything we seem to able to grasp of this matter tells us that the things we know are partly down to us and partly down to our devices. This is a fact recognized by all the going epistemologies. It is recognized by the CC-model and it is recognized by the CR-model, with the one emphasizing us and the other emphasizing our devices. It is, as have said, a perplexing fact. Even when things cognitive are down to our devices, they are often experienced as being down to us. Even when they are down to our devices, this may sometimes require that they be experienced as down to us. A theory of error is asking for trouble if it fails to give due weight to this perplexing twist.

Among philosophically-minded historians of science the outriderliness of truth has been a problem for enquiry since the 16th century. The problem arises in the following way. If truth is a realistic goal for scientific enquiry, how can it be determined whether a scientific theory has attained it if our only access to the truth is by way of that and like theories? If the truth could be known in some independent way – through revelation, the teachings of tradition, the efforts of pure intellection, or whatever else – then it would be possible to compare what the theory claims to be true with what is true, and thereby determine the extent to which the theory has met its goal. The evolving belief that prospects of independent access to the truth was a pipe-dream constituted the problem of the outriderliness of truth. And its arrival was marked by its displacement as a condition of scientific adequacy in favour of what Lorraine Daston and Peter Galison call “objectivity”. Objectivity is manifest in how enquiry is conducted rather than in what it ends up with. An enquiry is objective to the extent to which it is impartial, unprejudiced, unbiased, nonpartisan – in a word, rigorous and intellectually honest. As for truth, one can hope for the best. But science alone cannot tell us whether it has been attained; and if nothing else can reveal it, then truth is an outrider.
 
5.13 Whiggish fallibilism

But doesn’t fallibilism itself offer an answer to the outriderliness of truth? Don’t we have the scientific whiggery of Peirce himself to fall back on here? Is there not scientific reason to suppose that beings that have been around as long as we are bound to have made some marked evolutionary improvements in our methods of enquiry, and will continue doing so if we carry on for long enough into the future? Perhaps there is something to this evolutionary form of whiggery. Perhaps we are likely to evolve cognitive practices that serve us better than those that we currently draw upon. But there is nothing in this, if true, that tells us that as we go on and on, and if we go on and on long enough, our evolving cognitive routines will converge on the true. What evolutionary whiggery provides is that we will have better cognitive lives than we now have. 

Proposition 5.13
WHIGGISH FALLIBILISM:  Whiggish fallibilism is a thesis about the interplay of objectivity and truth. It postulates that if, with respect to the objects of our enquiries, there is a truth of the matter, nothing will bring us closer to it than the methods of objective enquiry. The methods of objective enquiry will head us in the right direction, but they will not be able to tell us when, if ever, we have reached our destination.
There is a second version of the convergence on truth thesis which may be closer to Peirce’s own fallibilism. This is the shrinking-cardinality view of error. It holds that although the number of errors that the human species will yet commit is large, sufficient persistence over sufficient time with our present methods of enquiry – including whatever improvements upon them we may over time bring off – will reduce their number. So seen, the whiggery of scientific progress is the confidence that our present and future cognitive practices will reduce the number of errors from massively many to none, or at least to push the ratio of success to failure greatly in this direction.


This, too, is an interesting question. I will confine myself to just one observation about it. Even if we allow that the present stock of errors will be progressively diminished in the fullness of time, this is no answer to the errors occasioned by the incessant in-flooding of new and often conflicting information. Perhaps in our moments of sunny and bonhomous optimism we may yield to the idea that as time goes by the rates over-all of error making will converge at some limit on making none at all. But the best we can hope for is that while the slope is downwards, there is no serious prospect of error-elimination in the life of the species Homo sapiens.
5.14 Argument


Arguments are coping devices. They are devices for dealing with the outriderliness of truth. There are lots of cases – most, in fact – in which differences of opinion are resolved without argument. If you think that the Canucks will beat the Flames and Harry thinks otherwise, you might derive some amusement in saying why you think so. But if you want to settle the question, the sensible thing is to wait and see. If you disagree with Harry about whether “accommodate” has two “m”s, not one, the sensible thing is to consult a dictionary. Arguments – that is, to say, serious arguments, not recreational ones  – are best reserved for disagreements where deciding considerations are independently unavailable, either in principle or as a practical matter. This poses the epistemically fundamental question for the practice of argument-making. In those cases in which there is no independent access to deciding facts, is argument capable of getting at the truth of the matter at hand? It suffices for our purposes that the answer rather obviously is that for wide ranges of cases “no”. All the great arguments of philosophical antiquity were arguments of this sort. Does might make right? Is virtue teachable? Is piety a matter of what the gods command? Are things that change real? Is virtue one or many? It hardly needs saying that parties to these disagreement rather routinely thought that there were deciding facts of the matter. But notoriously, it is precisely these that were also in doubt. So while the relevant facts (if such there are) might determine with respect to some disputed proposition, whether it or its negation is true, so long as those facts remain in dispute they do not settle the argument.

Logicians have known this since at least the time of Aristotle. It should make us wonder why we find settled arguments so satisfying. It should make us wonder what they bring us into agreement about? The answer is that they bring us into shared belief.


To some readers, there may be something dreadfully unsatisfactory about this picture. When we argue, we reason together to get at the truth of things. In lots of cases, the argument ceases and is declared a success when we reach a common view about the issue in question. The argument ends and is declared a success when we have the same beliefs about it. But belief isn’t knowledge, and knowledge requires truth. Why, then, do we have to settle for belief? Because belief is the appearance of knowledge and, like truth, knowledge is an outlier. 
� Part of what makes catastrophe theories so interesting is that, in one way or another, they predict localized damage on a global scale.


� See Godfrey-Smith (1991) and Sober (1994) for philosophical views to this effect. Among biologists Moran (1992) and the references therein are helpful. Among economists Gould (1974) is a classic. For discussion of the adaptive wiring of simple model animals see Braitenberg (1984) and Churchland (1985). Mayo (1996) is an important contribution from the philosophy of economics. There is also a large parallel body of work on the psychology on implicit and explicit learning. Still important, in a literature that turns over rapidly, are Dienes and Pernes (1999) and Wilson (2002). See also Vokey and Higham (2004).


� Virtually the whole heuristics and bias literature in psychology is, in one way or another, directed to the exploration of satisficing.


� Stich (1990), p. 27.


� Cost-benefit analyses are now a hot ticket in philosophy and the social sciences. The loci classici are von Neumann and Morgenstern (1947), Arrow (1963) and, again, Raiffa (1968). Aside from the applied mathematics of economic reasoning proper (see also Mishan , 1971), cost-benefit postures are struck in linguistic pragmatics (Prince and Smolensky, 1993), sociobiology (Wilson, 1973), law (Posner, 1973; Coase, 1960; and Calabresi, 1970), philosophy of economics (Hansson, 2006), philosophy of science (Mayo and Hollander, 1991) and quantum computing (Shor, 1994). For a sceptical reaction, see again Gigerenzer (2002).


� Clint Eastwood, playing Inspt. Harry Callahan in the 1971 Warner Bros. movie, Dirty Harry.


� See here Woods (2004), chapter 14, and Paglieri and Woods (2009).


� Scriven (1976), p. 71.


� Some critics go further than this, as we saw. They say that all the standard fallacies have intrinsically dialectical characters. In section 5.10 below I will suggest still further reasons for resisting this claim.


� Zimmerman (1989).


� For further details, see again Woods and Rosales (2010).


� A similar transformation is charted for relevance in Gabbay and Woods (2003). In virtually all the going accounts, relevance is a semantic or probabilistic relation. Thus a sentence α is said to be relevant to a sentence β if α’s truth affects β’s truth or α’s probability affects β’s probability. But according to us, relevance is best seen as a causal relation on triples (I, X, A(. Thus information I is relevant for agent X to the extent that in processing I X is made to think in ways that close (or advance) his cognitive agenda A. Information is relevant when it gets him to think in the contextually right ways. In its most basic sense, information is relevant when it is helpful.


� There is a growing literature on the abductive character of perception. Peirce thought that perception was inferential and so do lots of present-day investigators. Perhaps this is right. If it is, it is inference transacted down below. 


� Wilson (2002).


� We note in passing an interesting way of blurring the distinction between objective and subjective probability is proposed in Johns (2002).


� Daston and Galison (2007) is a masterly investigation of the nature and role of objectivity in scientific enquiry from the 18th to the 20th century. 
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